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Abstract

Determining if and how the difficulty of algorithmic puzzle
solvers is related to the difficulty and enjoyment for human
players is a challenging task. In this work, we explored this
relationship using logic grid puzzles. We used an algorith-
mic solver to estimate the difficulty of the puzzles by cap-
turing the number of “solver loops” through the algorithm.
This characteristic was used to generate and evaluate a set
of puzzles of varying algorithmic difficulty using constrained
MAP-Elites. Then, we ran a user study to gather informa-
tion on the player experience of these puzzles. We tested the
relationship between solver loops and player experience on
generated puzzles and found that the number of solver loops
is statistically significantly correlated with subjective percep-
tion of difficulty and borderline statistically significantly cor-
related with puzzle correctness.

Introduction
Creating new puzzles is a similarly challenging process
to solving the puzzles themselves. Designers must provide
enough information to make the puzzle solvable while con-
trolling the difficulty. Often the difficulty of a puzzle is not
obvious at the surface level. Further, designers need to create
puzzles with a range of difficulties to suit a variety of play-
ers. Procedural content generation (PCG) has the potential
to aid designers in this task; however, computational means
can also struggle to measure difficulty. This work explores
algorithmic solving difficulty as a proxy for player experi-
enced difficulty in logic grid puzzles.

Logic grid puzzles (see Figure 1 as an example) are a pop-
ular variety of logic puzzles that can be played both on pa-
per and on the computer. Players are given a list of hints
written in natural language and must deduce the relation-
ship between different entities. Logic grid puzzles can be
created in a wide range of genres, sizes, and difficulties. The
designer determines which information is provided in the
hints, meaning the same solution can be derived from nu-
merous hint lists.

We expand on our previous work (Shyne, Facey, and
Cooper 2024) to develop a constrained quality diversity ge-
netic algorithm that generates solvable and diverse logic grid
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puzzles. The genetic algorithm takes in a puzzle space, de-
fined by a set of categories each with a set of entities, and
returns puzzles with different solutions and algorithmic dif-
ficulties. Algorithmic difficulty is measured by the number
of iterations through the hint list a solver requires to solve
the puzzle. We refer to this as “solver loops”. Within the
relatively small puzzle space examined in this paper, our al-
gorithm found at least three algorithmic difficulty levels for
each possible solution.

We evaluate the relationship between solver loops and
player difficulty with a user study. Participants played up to
4 puzzles with varying solutions and solver loops. For this
study, we examined three hypotheses.

• H1: Algorithmic solver loops and player difficulty (sub-
jective and behavioral) are positively correlated.

• H2: Experience with other kinds of logic puzzles is posi-
tively associated with performance on a new kind of logic
puzzle.

• H3: Subjective difficulty and enjoyment have an “in-
verted U” relationship where enjoyment peaks at medium
difficulty. There is still an “inverted U” relationship with
different levels of experience, but players with more ex-
perience have peaks at higher difficulty.

H1 was partially supported. Specifically, we found that
subjective difficulty was statistically significantly correlated
with solver loops, and correctness was borderline statisti-
cally significantly correlated. H2 and H3 did not have statis-
tically significant results.

This paper provides two major contributions: evidence of
a positive relation of algorithmic solver difficulty with player
difficulty, and an algorithm that produces solvable puzzles
with a diversity of solutions and difficulties. These contribu-
tions can guide future work in the procedural generation of
puzzles.

Related Work
Automatic Puzzle Generation
A number of techniques have been used to generate puz-
zles; De Kegel and Haahr (2020) extensively surveys the
field. Search-based strategies are the most popular, in-
cluding evolutionary search (Scirea 2020; Bonomo, Lauf,
and Yampolskiy 2015; Ferreira and Toledo 2014; Mantere
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Figure 1: Example logic grid puzzle. This puzzle, along with
the steps needed to solve it, was provided to participants as
a tutorial.

and Koljonen 2007), tree-based search (Kartal, Sohre, and
Guy 2021; Williams-King et al. 2021), constraint satisfac-
tion (Fernández-Vara and Thomson 2012; Dart and Nelson
2012; Oranchak 2010; Batenburg et al. 2009; Hunt, Pong,
and Tucker 2007; Chang, Fan, and Sun 2007; Sudha and
Kalaiselvi 2020), and hill-climbing (van de Kerkhof et al.
2019). Grammar- and rule-based approaches are also com-
mon (Dong and Barnes 2017; Priemer et al. 2016; De Kegel
and Haahr 2019; Valls-Vargas, Zhu, and Ontañón 2017;
Venco and Lanzi 2021; van Arkel, Karavolos, and Bouwer
2015; Maji, Jana, and Pal 2016), and sometimes multiple
techniques are combined (Khalifa and Fayek 2015; Smith
et al. 2012). Less commonly, machine learning is used (Hald
et al. 2020). Sudoku is among the most popular traditional
logic puzzles to generate. Shyne, Facey, and Cooper (2024)
is the only previous work known to us to generate grid-based
logic puzzles.

Genetic Algorithms For PCG
Genetic algorithms (GAs) or Evolutionary Computation is
a popular method of procedural content generation (PCG),
having been used to generate many kinds of content, in-
cluding platformer levels (Moghadam and Rafsanjani 2017;
de Pontes and Gomes 2020), tower defense maps (Kraner,
Fister, and Brezočnik 2021), and NPC characteristics (Mit-
sis et al. 2020). Often, in addition to aiming for novelty,
these GAs aim to control the difficulty curve of a given
game (Moghadam and Rafsanjani 2017; Kraner, Fister, and
Brezočnik 2021; Mitsis et al. 2020). GAs are so popu-
lar in PCG that Togelius et al. (2011)’s survey of search-
based techniques for PCG makes the claim that “evolu-
tionary computation has so far been the method of choice
among search-based PCG practitioners”. Quality-diversity
based approaches have been popular enough to merit their
own survey (Gravina et al. 2019). GAs are also often com-
bined with other techniques; for example, Soares de Lima,
Feijó, and Furtado (2019) use a GA combined with planning
techniques to generate quests, and Beukman, Cleghorn, and

James (2022) uses a GA to evolve a neural network capable
of generating Maze and Super Mario Bros. levels.

Puzzle Difficulty

Estimating puzzle difficulty is a popular area of research.
Some papers explicitly model human puzzle solving strate-
gies; Jarusek and Pelánek (2010) and Jarusek and Pelánek
(2011) propose a “cognitive engineering” model based on
human puzzle solving behavior that successfully models the
difficulty of transport puzzles like Sokoban. Other papers
identify features that are likely to correlate with difficulty
and calculate weighted difficulty functions using user data
or expert ratings (van Kreveld, Löffler, and Mutser 2015;
Wang, Wang, and Sun 2012; Spierewka, Szrajber, and Sza-
jerman 2021; Kartal, Sohre, and Guy 2021). Some papers
propose generalized constraint propagation algorithms us-
ing assumptions about human problem solving (Hunt, Pong,
and Tucker 2007; Pelánek 2011), while others directly rely
on known puzzle-specific techniques (Chang, Fan, and Sun
2007; Xu and Xu 2009). It is also common to use com-
putational techniques that do not directly consider human
problem solving but are correlated with user data or expert
ratings (Chen, White, and Sturtevant 2023; Naji and Salous
2024). The simplest method is to directly estimate difficulty
by how many iterations a given algorithm takes to solve the
puzzle (Mantere and Koljonen 2007; Batenburg et al. 2009),
as in our “solver loops” metric. Pusey, Wong, and Rappa
(2021) propose a set of generalized user data based met-
rics that may be used to evaluate the challenge of puzzles.
Kristensen and Burelli (2024) propose methods of estimat-
ing personalized and cohort difficulty for new and existing
puzzle levels.

The Relationship Between Difficulty and
Enjoyment

Previous work has investigated the relationship between dif-
ficulty and enjoyment in games. Despite this, there is no
clear consensus on the direction or shape of the difficulty-
enjoyment curve, or even its existence. Intuitively, most
researchers expect an “inverted U” curve; that is, players
should prefer games that are not too easy, not too hard.
Abuhamdeh and Csikszentmihalyi (2011) first found such
a relationship for online chess players. Brändle, Wu, and
Schulz (2024) supports the concept of an inverted U curve
with respect to video games, though for the easiest lev-
els, they find that increased difficulty is correlated with re-
duced enjoyment. Ma, Pei, and Meng (2017) and Meng
et al. (2016) support the inverted U concept with neurolog-
ical indicators of engagement. Colwell and Glavin (2018)
indirectly supports the concept by showing that dynamic
difficulty adjustment improves player experience for both
strong and weak players, suggesting that players prefer chal-
lenges that match their own abilities. On the other hand,
Demediuk et al. (2019) and Lomas et al. (2017) suggest that
difficulty and enjoyment are predominately negatively cor-
related, while Cutting et al. (2022) and Biemer and Cooper
(2024) fail to find any significant relationship.
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System Overview
Our system can generate logic puzzles with different solu-
tions and varying difficulties for each solution. This extends
our previous work (Shyne, Facey, and Cooper 2024) that was
able to generate difficult logic puzzles using a constraint-
based GA. Our system implements a variation of constrained
MAP-Elites (Khalifa et al. 2018), where one population con-
tains only infeasible individuals and another population con-
tains a MAP-Elites grid.

Logic grid puzzles require players to find relationships be-
tween entities, using a list of natural language hints. New
puzzle spaces are specified by a set of categories, each with
a set of entities. Categories can be numerical (e.g. times) or
categorical (e.g. names). We can define the size of the puzzle
space by M×N where M is the number of categories and N
is the number of entities in each category. In this paper, we
focus on 3×4 puzzles, specifically in the theme of a school
schedule.

Representation
We used the same representation of logic grid puzzles from
our previous work. Each puzzle is described by a list of hints
generated using a grammar. This grammar contains the ma-
jor types of hints found in these types of puzzles, and each
has its own logical interpretation. Given a list of hints, a
solver is able to return a complete or partial solution along
with how many iterations through the hint set it took (which
we will call “solver loops”).

The genetic operators in this paper are also the same as in
previous work. The initial population of individuals is made
by randomly generating between 3 and 5 hints per puzzle.
Mutation randomly removes or adds a hint. Crossover ran-
domly shuffles the hints between the two children.

Solver
Shyne, Facey, and Cooper (2024) provides a rule-based al-
gorithm that takes in a set of hints in the logic grid puz-
zle grammar and solves the puzzle to the best of its ability.
The solver iterates through the hint list in order and applies
marks to the grid based on the current state of the puzzle and
the logic of the hint. For example, when the solver encoun-
ters “science is not 1pm” it will put an “X”on the science
and 1pm cell. After examining a hint, it will examine to cur-
rent game state to see if any other marks can be made; for
example, if all cells in a row are “X”except for one it will
add a “O”in the empty cell. It iterates through the hint list
as many times as necessary until the puzzle is solved or no
more marks can be made. One “solver loop” is defined as
one complete iteration through the hint list.

Rather than using a standard SAT solver, the algorithm
was designed to mimic how a human might approach solv-
ing these types of puzzles, based on the authors’ own strate-
gies. It only makes changes to the game state when it is con-
fident a mark can be, and therefore no guesswork is required.
Hoffmann et al. (2022) looked at puzzle-solving behavior
and found that players often believe guesswork should not
be required for puzzle-solving. It is important to note that
since the solver looks at the hints in order, the same hint list

arranged in a different order may result in different solver
behavior. This is based on the assumption that humans are
likely to approach the problem from top to bottom as well.

Genetic Algorithm
Our GA combines the constraint-based algorithm Feasible-
Infeasible Two-Population (FI-2Pop) and the quality-
diversity algorithm MAP-Elites. FI-2Pop addresses the
problem of evolution within constrained problem spaces. It
does this by maintaining two populations: an infeasible pop-
ulation where individuals are selected to approach feasibility
and a feasible population that is selected based on optimiza-
tion criteria. Shyne, Facey, and Cooper (2024) used FI-2Pop
to produce solvable puzzles that were optimized to maxi-
mize difficulty. However, we want to generate puzzles with
a variety of difficulties in this work.

The MAP-Elites algorithm generates high-quality solu-
tions that vary by two diversity measures. The MAP-Elites
population is represented by a two-dimensional grid of indi-
viduals, where each x and y coordinate is determined by the
diversity measures. For each child produced, the appropri-
ate grid cell is calculated. If there is not an individual stored
in that cell or if the child has better fitness than the exist-
ing individual, it is placed in that cell. Otherwise, the child
is discarded. In this paper, the two measures of diversity are
difficulty (number of solver loops) and the string represen-
tation of the puzzle solution.

Khalifa et al. (2018) proposed a constrained MAP-Elites,
where each MAP-Elite cell contains two populations, an in-
feasible and a feasible population. However, in our work, in-
feasible (not solvable) puzzles do not have a solution or dif-
ficulty and therefore cannot be placed in a MAP-Elite cell.
To accommodate this, our MAP-Elite grid contains only fea-
sible individuals, and we separately maintain an infeasible
population. This algorithm is described in more detail in Al-
gorithm 2.

Infeasible Population The infeasible population behaves
similarly to the base FI-2Pop algorithm. Any individual that
is infeasible (unsolvable) is placed in the infeasible popu-
lation. Selection uses rank selection based on infeasible fit-
ness. The infeasible fitness is calculated using the same for-
mula as defined in Shyne, Facey, and Cooper (2024) and
determines how close to becoming solvable the puzzle is.

MAP-Elites Grid Feasible individuals are selected from
and placed in a MAP-Elites grid. The X dimension repre-
sents the number of solver loops, where the xth column con-
tains individuals requiring x + 1 solver loops to complete.
However, all puzzles with 10 or more solver loops are placed
in the last column. The Y dimension represents the solution
as a string. Since there are many solutions possible for each
puzzle space (576 for 3×4 puzzles), the number of rows in
the MAP-Elites grid grows throughout evolution. Every time
the grid sees a new solution, it adds a row to the grid and as-
signs it a row index. This index can later be looked up in a
hashtable.

To place a new child in the map, the row and column
are used to determine a cell location. If that cell location
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Algorithm 1: PlaceChild
Input : H a hint list, I the infeasible population, M

a MAP-Elites grid
1 if H is infeasible then
2 place H in I
3 else
4 set l as the number of solver loops
5 set i as the index of the solution of H in M
6 set c as M [i, l]
7 if c is empty or |c| >= |h| then
8 set M [i, l] to H
9 end if

is empty, it is automatically placed there. Otherwise, it re-
places the existing elite in that cell only if the size of the
hint list is at least as small as that of the existing elite. The
number of hints is used as the MAP-Elites fitness indicator
in order to reduce redundancies in puzzles and make them
more comprehensible. When selecting an individual for mu-
tation or crossover, a random elite from the grid is returned.

Genetic Algorithm Results
To test the capabilities of the GA, we generated 3×4 puzzles
with a school schedule theme. These puzzles have three cat-
egories: Subject, Teacher, and Hour. The puzzle is complete
when the solver can determine the subject and teacher for
each hour.

We ran our GA for 10 trials, each for 3000 generations.
The population size was set at 300, the mutation rate at 0.8,
and the crossover rate at 0.6, with 10 infeasible elites being
maintained.

The infeasible population very quickly converges to fea-
sibility with maximum infeasible fitness being reached by
generation two. The average hint size of the feasible individ-
ual in the MAP-Elites grid is shown in Figure 2. Note that
a QD-score was not measured here, as hint size is a mini-
mization problem (the QD-score is calculated using the sum
of fitnesses, so it would increase as the grid was filled and
decrease as members improved in fitness). The average con-
verges to a little over 4 hints after 3000 generations. This av-
erage is fairly consistent across the number of solver loops,
as shown in Figure 4, apart from the case of 1 solver loop
where the average is higher. Looking at the total number
of children produced for each solver loop count (see Fig-
ure 4), 2 and 3 solver loops were the most common. The
GA was able to find at least one puzzle, by generation 1000,
for all 576 possible solutions (as shown in Figure 3). Every
solution found had at least three levels of difficulty (solver
loops) by the last generation (as shown in Figure 5). Most
solutions had 4 to 5 levels of difficulty. The maximum num-
ber of solver loops found was 6.

User Study
We conducted a user study to validate the correlation of
solver loops with difficulty, as well as to gather player data

Algorithm 2: Two Population MAP-Elites
Input : N population size, E number of infeasible

elites
1 set I to empty list
2 set M to empty MAP-Elites
3 for i in N do
4 generate random hint list h
5 PlaceChild(h, I , M )
6 end for
7 while Stopping criteria not met do
8 create an empty list Itemp

9 copy over top E individuals from I to Itemp

10 for i in (N / 2) do
11 cfeasible = True at rate of |M | / (|M | + |I|)
12 if cfeasible then
13 P1, P2 = select random from elites in M
14 else
15 P1, P2 = select from I based on infeasible

fitness
16 C1, C2 = cross over P1 and P2

17 C1, C2 = mutate C1 and C2

18 PlaceChild(c1, Itemp, M )
19 PlaceChild(c2, Itemp, M )
20 end for
21 set I to Itemp

22 end while

that may be useful to the future generation and use of logic
grid puzzles.

Puzzles
We selected 16 puzzles from one of the GA runs described
in the previous section. The puzzles were chosen by taking
the 1, 2, 4, and 6 solver loop puzzles from the 4 solutions
that had all of those difficulties. This results in 4 distinct so-
lutions, each with 4 levels of algorithmic difficulty (solver
loops). This setup allowed us to control for both puzzle so-
lutions and individual puzzles. We have provided all diffi-
culties for one of the solutions used in the Appendix.

The hint grammar produces human-readable, but not nec-
essarily grammatically correct hints. For the user study, hints
were modified slightly to be grammatically correct. For ex-
ample “The teacher Ms. Smith is the hour 2:00 PM” was
changed to “Ms. Smith teaches at 2:00 PM.”

Participants solved puzzles on a custom user interface de-
signed for this study. Participants could select which mark
to use for each grid cell. “O”represents two entities that are
connected, and “X”represents two entities that are not con-
nected. Participants could also remove marks and make “un-
sure” marks (for both “O”and “X”). Participants could also
click on the hints to cross them out, to aid them in keep-
ing track of which hints they were done with. When partici-
pants thought they had finished the puzzle, they could check
if their answers were correct. Their answer was labeled as
correct if all “O”(excluding “unsure” marks) were placed
in the correct spots, but participants did not need to place
“X”marks. At any point, participants could clear the puzzle

130



Figure 2: Average hint size in MAP-Elites Grid by gener-
ation. The solid line represents the average and the shaded
area represents the min and max values between GA runs.

grid or exit the puzzle and continue to the survey.

Procedure

Participants were recruited on Prolific, where they were redi-
rected to a link to our interface. After accepting the informed
consent, they were given a brief survey. This survey asked
about their experience with logic puzzles generally (such as
Sodoku or Nonograms), and with logic grid puzzles specif-
ically. After the survey, they proceeded to the tutorial. The
tutorial first introduced the user interface of our application
and then provided a step-by-step example on how to solve
a logic grid puzzle. The UI and example puzzle are shown
in Figure 1. However, participants could skip directly to the
application at any point after the UI introduction.

Each participant could play up to 4 puzzles, one from each
solution and one from each solver loop count. The combina-
tion of the solver loop count and the solution was randomly
selected for each participant. While playing the puzzle we
recorded every action they took along with their progress in
the puzzle. The list of all measures recorded is given in Table
1.

After finishing each puzzle, participants filled out a survey
about it. To measure difficulty, we used the cognitive sec-
tion of the Video Game Demand Scale (Bowman, Wasser-
man, and Banks 2018), and to measure enjoyment, we used
the engagement section of the Game User Satisfaction Scale
(GUESS) (Phan, Keebler, and Chaparro 2016). The order of
the questions was randomized, and all questions were mea-
sured on a Likert scale from 1 to 7. To aggregate the data,
Likert values were averaged for all questions within each
scale.

Participants were paid $2.50 for participation in this study,
regardless of the number of puzzles they completed. The
protocol of this study was approved by the IRB of the au-
thors’ host university.

Figure 3: Total number of feasible puzzles in grid (top) and
number of unique solutions (bottom) by generation. Solid
line is the average across trials and the shaded area is the
min and max values.

Analysis
The statistical tests performed for each hypothesis are given
below.

Hypothesis 1: Solver Loops and Difficulty To examine
the relationship between algorithmic solver time and diffi-
culty, we perform a correlation analysis of the solver loops
against all five behavioral difficulty measures and subjective
difficulty (as described in Table 1). We do not assume a lin-
ear relationship between solver loops and difficulty, so we
employ Spearman correlation which is based on ranks.

Hypothesis 2: Player Experience
To examine how experience with different logic puzzles af-
fects experience with a new puzzle type, we grouped partic-
ipants into three groups based on the initial survey: novices
who had no experience in logic puzzles, intermediate users
who had experience in logic puzzles but not logic grid puz-
zles, and experts who had experience in logic grid puzzles.
We then performed a two-way ANOVA with the partici-
pant group and solver loop of the puzzle as the independent
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Measure Description

Behavioral
Difficulty

Time spent Total time spent on puzzle recorded in milliseconds and presented in minutes
Number of attempts The number of times the participant clicked the check solution button
Percent of Error The total number of errors in puzzles divided by the total number of marks

on the puzzle grid at the end of the play session
Percent incomplete The number of empty or incorrect marks divided by the total number of

marks on the puzzle grid at the end of the play session
Correctness 1 if the solution was correct, 0 otherwise (negatively associated with diffi-

culty)

Subjective
Measures

Subjective Difficulty Average of responses (in 1-7 Likert scale) to the cognitive section of the
video game demand scale (with some questions being inverted)

Subjective Enjoyment Average of responses (in 1-7 Likert scale) to the engagement section of the
Game User Satisfaction Scale (with some questions being inverted)

Table 1: A description of the data points collected from each playthrough of a puzzle.

factors and subjective difficulty as the dependent variable.
Tukey tests were used as the post-hoc tests.

Hypothesis 3: Relationship between Difficulty and
Enjoyment

We predicted that there is a quadratic relationship between
difficulty and enjoyment, where enjoyment peaks at medium
difficulty (an “inverted U” shape), as has been demonstrated
in some previous work (discussed in Related Work). To test
this, we perform quadratic regression between subjective en-
joyment and subjective difficulty. We use the r-squared value
as a measure of goodness of fit. The r-squared value ranges
between 0 and 1 and measures how much variation in the
Y (enjoyment) variable can be explained by the X variable
(subjective difficulty), with higher scores being better.

User Study Results

Participants There were 65 participants who attempted
the study, with 1 participant returning the survey without
completion. Out of the 64 participants we recorded data
from, we removed 1 from analysis due to suspicious activity
(large number of puzzles played with identical answers to
survey questions). Out of the remaining 63 participants, 19
(29%) had experience with logic grid puzzles (“experts”), 27
(42%) had experience with logic puzzles but not logic grid
puzzles (“intermediates”), and 17 (26%) had no experience
with logic puzzles (“novices”). The majority (50) of partic-
ipants played only one puzzle, with 8 participants playing 2
puzzles, 3 participants playing 3 puzzles, and 2 participants
playing the max number of 4 puzzles. They spent a median
time of 5.6 minutes on each puzzle, and Prolific reported
a median time of 10 minutes and 8 seconds in total. This
resulted in a median hourly rate of $14.79/hr. All data col-
lected, along with the puzzles, is available on Open Science
Framework1.

1https://osf.io/kg4qs/

Measure Correlation p-value
Time Spent 0.174 0.139
Number of Attempts -0.041 0.715
Percent Error 0.126 0.283
Percent Incomplete 0.162 0.167
Correctness * -0.217 0.063
Subjective Difficulty ** 0.301 0.015

Table 2: Correlation between solver loops and difficulty
measures. The ’*’ mark denotes p-values under 0.1 and the
’**’ mark denotes p-values under 0.05.

Hypothesis 1: Solver Loops and Difficulty Hypothesis
1 is partially supported. The results of the Spearman corre-
lation are shown in Table 2. Only the correlation between
solver loops and subjective difficulty was statistically sig-
nificant (c = 0.30, p = 0.015); however, the correlation
between solver loops and correctness was borderline statis-
tically significant (c = −0.22, p = 0.063).

A violin plot of correctness and subjective difficulty by
solver loops is shown in Figure 6. Across all solver loops
subjective difficulty was high (m = 5.41, sd = 1.04),
with a little under half of the puzzle solutions being cor-
rect (m = 0.43, sd = 0.50). The mean subjective difficulty
for 1 solver loop was 5.03 (sd = 1.02), and the mean sub-
jective difficulty for 6 solver loops was 5.82 (sd = 1.04).
The majority (60%) of puzzles with 1 solver loop were cor-
rect, whereas only 20% of puzzles with 6 solver loops were
correct.

Hypotheses 2 and 3 The statistical tests for both hypothe-
ses 2 (see Table 3) and 3 (see Table 4) did not show any sig-
nificance. Therefore these hypotheses were not supported.
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Figure 4: Average hint size of puzzles (top) and the total
number of children produced throughout evolution (bottom)
by the number of solver loops.

Discussion
Relationship of Algorithmic Solving Time to Player
Experience
We found partial support for the relationship between solver
loops and puzzle difficulty. However, the subjective diffi-
culty was high across levels of solver loops. This could be
indicative of the inherent difficulty of these types of puz-
zles or could signal that more fine-tuned measures might be
needed for lower difficulties. There is also still a lot of vari-
ation of subjective difficulty within each solver loop level.
This could be related to the variation in perceived difficulty
between participants. Given that most participants played
only one puzzle, we can not compare how one user might
perceive puzzles with varying solver loops.

Solver loops were less related to behavioral measures
of difficulty. While correctness was borderline statistically
significant, no other measures were significantly correlated
with solver loops. This could be because these measures are
not a reliable predictor of puzzle difficulty. For example, a
short playtime could mean the user found the puzzle to be
simple, or that they found the puzzle too hard and gave up

Figure 5: The average number of solutions in Map-Elites
grid for each possible number of difficult levels (solver
loops). Across all GA runs, each solution had at least three
different puzzles at different solver loops sizes, with most
having 4 or more.

Group R-score
All participants 0.021
Novices 0.071
Intermediates 0.092
Experts 0.031

Table 3: R-squared for quadratic regression between subjec-
tive difficulty and enjoyment, by subject group. R-squared
ranges between 0 and 1, with 1 meaning variation can be
completely explained by the model. All R-squared values
are too small to signify a quadratic relationship.

quickly. It is possible that combining these behavioral mea-
sures, such as time spent and correctness, could result in a
more accurate measurement of difficulty. This could be ex-
amined in future work.

Future work could also explore more nuanced proxies of
difficulty. For example, algorithmic difficulty could be used
to build a predictive model for subjective or behavioral dif-
ficulty. Future work could also examine predictions for en-
joyment along with difficulty. We did not find a relationship
between enjoyment and difficulty, so perhaps other predic-
tors could be used.

Generating Diverse Logic Puzzles
We created a modified version of constrained Map-Elites
that was able to find a large number of diverse puzzles. Our
algorithm was able to find a puzzle for every possible solu-
tion, with at least three levels of algorithmic difficulty. The
number of puzzles in the Map-Elites grid had not yet con-
verged at 3000 generations, suggesting that even more lev-
els of algorithmic difficulty could be found given more time.
Further, the average hint size was small (4 hints) which leads
to more readable puzzles. This tool can allow designers to
generate puzzles with varying difficulties while assuring that
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Figure 6: Violin plots of correctness and subjective difficulty
by solver loops. The shaded areas show a kernel density es-
timate (KDE), and the black marks show a box and whisker
plot.

players never see identical solutions.
Future work could expand this methodology to different

puzzle types. Our system requires three properties of a puz-
zle game: a way to represent puzzles, the existence of mul-
tiple puzzles for the same solution, and a measurement of
algorithmic solving time. This could be accomplished for a
variety of puzzle games such as Sudoku or Sokoban.

Future work could also explore new mediums of game-
play using these logic grid puzzles. Logic grid puzzles are a
flexible medium that could be expanded in new directions.
They often already incorporate story elements, but this could
be elaborated on. Perhaps murder mysteries or tabletop top
roleplaying sessions could be designed using a logic grid
puzzle as a basis. A generative system, such as ours, could
be used to create narrative games with quality gameplay el-
ements.

Conclusion
We developed an algorithm that was able to produce a di-
verse set of logic grid puzzles with a variety of difficulties.
We generated puzzles for every possible solution, with at

Source of Variation F value p-value
User Group 1.61 0.21
Solver Loops 1.60 0.20
Interaction 1.00 0.43

Table 4: Two-way ANOVA results from user group by solver
loops for subjective difficulty, including F-scores and p-
values. The ANOVA did not show significant results.

least three levels of difficulty per solution. Further, we tested
our proxy for difficulty against the experience of human
players and found that algorithmic difficulty (solver loops)
significantly correlated with perceived difficulty. We hope
this work can guide future efforts in puzzle generation.

Appendix

Example Puzzles

We provide four puzzles used in the user study. These puz-
zles all have the same solution but different numbers of
solver loops: 1 loop in Figure 7, 2 loops in Figure 8, 4 loops
in Figure 9, and 6 loops in Figure 10. We have included the
version of each puzzle given to participants, including the
light grammar editing described in User Study.

Figure 7: Puzzle from the user study with 1 solver loop. The
solution is the same as in Figure 8, 9, and 10.
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Figure 8: Puzzle from the user study with 2 solver loops. The
solution is the same as in Figure 7, 9, and 10.

Figure 9: Puzzle from the user study with 4 solver loops.The
solution is the same as in Figure 7, 8, and 10.

Figure 10: Puzzle from the user study with 6 solver loops.
The solution is the same as in Figure 7, 8, and 9.
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