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Abstract: Federated learning is a distributed machine learning approach that allows the neural network to be trained without 
exposing private user data. Despite its advantages, federated learning schemes still face two critical security challenges: user 
privacy disclosure and Byzantine robustness. The adversary may try to infer the private data from the trained local gradients or 
compromise the global model update. To tackle the above challenges, we propose PPBRFL, a privacy-preserving Byzantine-
robust federated learning scheme. To resist Byzantine attacks, we design a novel Byzantine-robust aggregation method based on 
cosine similarity, which can guarantee the global model update and improve the model’s classification accuracy. Furthermore, 
we introduce a reward and penalty mechanism that considers users’ behavior to mitigate the impact of Byzantine users on the 
global model. To protect user privacy, we utilize symmetric homomorphic encryption to encrypt the users’ trained local models, 
which requires low computation cost while maintaining model accuracy. We conduct the experimental assessment of the 
performance of PPBRFL. The experimental results show that PPBRFL maintains model classification accuracy while ensuring 
privacy preservation and Byzantine robustness compared to traditional federated learning scheme. 
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1. Introduction 
MACHINE learning has demonstrated exceptional 

performance in various data-driven applications, such as 
financial analysis [1], medical diagnosis [2] and speech  
recognition [3]. In the field of finance, machine learning 
techniques are used to predict stock market trends, while in 
the medical field, they are employed for disease diagnosis. 
The development of machine learning is predominantly 
attributed to the abundance of extensive datasets. In machine 
learning, training a powerful and accurate neural network 
model requires a large amount of user data. However, 
utilizing traditional centralized machine learning for training 
can lead to the leakage of user data privacy [4]. 

In 2016, Google introduced the concept of federated 
learning [5]. Federated learning is a distributed machine 
learning training technique that can effectively tackle user 
data privacy concerns [6]. In the training process of federated 
learning, users locally train the neural network with their 
respective datasets. After the training is completed, the 
trained local gradients are sent to the cloud server for 
aggregation. In this process, the user data privacy can be 
protected since the user’s private data does not require to be 
uploaded to the cloud server. However, some subsequent 
studies [7], [8] have demonstrated that the cloud server can 
still infer the users’ private training data from the trained local 
gradients sent by the users. Subsequently, many privacy-
preserving federated learning schemes [8-14] have been 
proposed to address the privacy implications in federated 
learning. These schemes encrypt the users’ trained local 
gradients by using cryptographic primitives such as 
homomorphic encryption [7], [10-11], differential privacy [14] 
and secure multi-party computation [9], [12-13]. Furthermore, 
federated learning may be vulnerable to Byzantine attacks 
[15]. Byzantine users can upload false parameters to the cloud 
server, thereby compromising global model’s accuracy or 
manipulating the global model to produce specific outputs 

through poisoning attacks [10]. Such actions can severely 
undermine the robustness of the federated learning. To resist 
Byzantine attacks, a lot of Byzantine-robust federated 
learning schemes have been constructed. Blanchard et al. [16] 
calculated the Euclidean distance between two users to filter 
out the aggregated users. Yin et al. [17] utilized the mean and 
median of user models as the global model for updating. Cao 
et al. [18] combined cosine similarity with the Relu function 
to assign model update weight to each user. However, most of 
the existing Byzantine-robust federated learning schemes do 
not consider the issue of privacy, which leads to privacy 
leakage. 

Robustness and privacy are two critical issues that need to 
be solved in federated learning. In this paper, we propose a 
novel privacy-preserving Byzantine-robust federated learning 
scheme (PPBRFL), which can achieve privacy protection and 
resist Byzantine attacks. Furthermore, PPBRFL allows users 
to drop out in the training phase. 

Contribution. The contributions of this paper are 
summarized as follows: 
(1) We construct PPBRFL, a novel scheme to achieve  

privacy protection and Byzantine robustness. We design 
a novel Byzantine-robust aggregation method based on 
cosine similarity. Specifically, each user computes the 
cosine similarity of local model and trained model. Based 
on the cosine similarity values of users, the cloud server 
selects a subset of users and aggregates these selected 
users’ encrypted trained models instead of aggregating 
the encrypted trained models of all users. Using this 
aggregation method, PPBRFL is resistant to Byzantine 
attacks, thus improving the model’s classification 
accuracy. Furthermore, we present a reward and penalty 
mechanism that takes into account the behavior of the 
users to mitigate the influence of Byzantine users on the 
global model and safeguard the fairness of users. 

(2) We use symmetric homomorphic encryption to encrypt 
the users’ trained local models and achieve privacy 
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protection of user data. Compared with traditional 
homomorphic encryption, symmetric homomorphic 
encryption reduces the computation cost while 
maintaining the accuracy of the model. 

(3) We evaluate the performance of PPBRFL by conducting 
experiments on two well-known datasets and comparing 
PPBRFL with existing state-of-the-art schemes. The 
experimental results indicate that PPBRFL exhibits 
superior performance in terms of both classification 
accuracy and efficiency, while achieving privacy 
protection and Byzantine robustness. 

2. Related Works 
Currently, federated learning has garnered substantial 

attention across various industries and is being adopted in a 
growing array of applications [19]. The extensive adoption of 
federated learning accentuates the significance of privacy and 
security concerns associated with this approach. Privacy 
leakage in federated learning occurs mainly through the 
intermediate gradients uploaded by users during model 
training [20]. Therefore, the crucial aspect of safeguarding 
privacy lies in encrypting the gradients or models uploaded 
by users. To achieve private protection, many privacy-
preserving federated learning schemes [21-24] are proposed. 
Bonawitz et al. [6] achieve privacy protection through secret 
sharing techniques in federated learning. Phong et al. [7] 
proposed a privacy-preserving federated learning scheme 
based on additive homomorphic encryption that is able to 
train the model without loss of accuracy. Ma et al. [25] used 
two-trapdoor homomorphic encryption to protect the users’ 
data privacy. Fang et al. [26] utilized ElGamal multiplicative 
homomorphic encryption technology to construct a privacy-
preserving federated learning scheme. Differential privacy is 
a commonly used privacy-preserving technique in federated 
learning. Jia et al. [27] and Zhou et al. [28] used differential 
privacy to protect the user’s data privacy. Based on 
differential privacy and secure multi-party computation 
techniques, Mugunthan et al. [29] designed a privacy-
preserving federated learning scheme by applying a 
combination of these two techniques to federated learning. 
Zhou et al. [30] introduced a privacypreserving federated 
learning approach, which introduces a trusted blinding server 
to blind the gradient ciphertexts in the federated learning 
process. Moreover, this scheme can effectively solve the 
problem of collusion between cloud servers and users.  

To resist Byzantine user attacks and improve Byzantine 
robustness in federated learning, a number of Byzantine-
robust federated learning schemes [15], [31-35] have been 
proposed. Blanchard et al. [16] introduced the Krum scheme, 
which selects specific users for gradient aggregation based on 
their Euclidean distance, aiming to reduce the impact of 
Byzantine users on the accuracy of trained models in 
federated learning. In Yin et al.’s scheme [17], each 
component of the global model is updated individually, with 
each part being updated by taking the average or median of 
the local models from all users. This approach helps to 
mitigate the impact caused by Byzantine users. Wang et al. 
[36] designed a model segmentation aggregation strategy to 
defend against attacks by Byzantine users. In Wang et al. 
[36]’s scheme, the classification accuracy can be improved by 
using pairwise adjusted cosine similarity. Li et al. [37] 
constructed a Byzantine-robust federated learning scheme 
based on an Auto-weighted geometric median method. Cao et 
al. [18] combined the Relu function with cosine similarity to 

assign model update weight to each user. In this way, honest 
users are allocated larger update weights while malicious 
Byzantine users are assigned smaller update weights, thereby 
enhancing the Byzantine robustness of this scheme. In Tang 
et al.’s scheme [38], the server can determine whether the 
users are honest or not by verifying the gradients uploaded by 
these users. In this way, the server can avoid using the wrong 
gradients sent by the Byzantine users for aggregation, which 
prevents the Byzantine users from influencing the training of 
federated learning. However, the above Byzantine-robust 
federated learning schemes cannot ensure the users’ data 
privacy. Therefore, it is meaning to explore a federated 
learning scheme that can protect users’ data privacy while 
maintaining Byzantine robustness. 

3. The Construction of PPBRFL 

3.1. System Model 
As shown in Fig.1, PPBRFL is mainly composed of three 

entities: Key generator center (KGC), users and cloud server. 
• KGC: KGC is an honest entity that is responsible for 

generating the keys and the public parameters for the 
users. 

• Users: The users train the model with their own local 
datasets. Then, the user calculates the value of cosine 
similarity between the local model and the trained model, 
and encrypts the trained model. Finally, the user sends 
the encrypted trained model along with the cosine 
similarity value to the cloud server. 

•  Cloud server: The cloud server is responsible for 
selecting some users and aggregating the encrypted 
trained models of these selected users. Specifically, the 
cloud server divides the users into three subgroups, then 
sorts the values of cosine similarity of these users. Then, 
the cloud server selects some users from each subgroup 
for aggregation. The cloud server aggregates the 
encrypted trained models of the selected users to get a 
new encrypted global model. Finally, the cloud server 
sends the new encrypted global model to each user for 
the next round of training. 

 

Figure 1. System model of PPBRFL 

3.2. Proposed Scheme 
(1) Initialization phase 
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In PPBRFL, a user group U   contains n   users iU  

( [0, 1])i n    with logical identities {0,1, , 1}n   . 

Firstly, the cloud server initializes the global model gW  and 

learning rate   of federated learning, then sends the global 

model gW   and learning rate    to each user of the user 

group U  . KGC   selects two random prime numbers p  

and q  , generates the key ( , )sk p    for symmetric 

homomorphic encryption (SHE) and sends it to users iU  

( [0, 1])i n    in the user group U  . KGC   picks four 

values 0 1 2, , ,k k k N   used for SHE, where 0k   denotes the 

length of two prime numbers p , q , 1k  denotes length of 

plaintext, 2k  denotes the length of a random number  , and 

N  denotes the product of two prime numbers p  and q . 

KGC  exposes the public parameters 0 1 2( , , , )k k k N . 

(2) Training phase 

After receiving the global model gW  from the cloud 

server, the user iU  ( [0, 1])i n   uses the received 

global model gW  as his/her local training model l
iW . The 

user iU  ( [0, 1])i n   trains the local model l
iW  

using its own local dataset [1, ]{ , }i l l l kD x y    . The loss 

function calculated by the user iU  ( [0, 1])i n   is as 

follows: 
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where *
iD  is the subset of iD , ()  represents the 

neural network, l
iW  represents trainable model in () , 

and ()  represents the difference between the real label 

ly  and the neural network output ( , )ll ix W . The user 

iU  ( [0, 1])i n   calculates the local gradient and 

updates the local model l
iW  with the following equations: 

*( , )li i iL D W   and l
i i iW W   . 

After training, the trained model iW  is encrypted with 

symmetric homomorphic encryption. The formula for 

encryption is as follows: [[ ]] . ( , , )i iW SHE enc W p  .To 

exclude malicious users, the user calculates the cosine 

similarity between the trained model iW  and the local 

model l
iW  . The cosine similarity is calculated as follows: 
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l
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sim W W
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The user iU  ( [0, 1])i n   sends the encrypted 

trained model [[ ]]iW  along with the cosine similarity value 

( , )li isim W W  to the cloud server. 

(3) Verification and aggregation phase 

The cloud server receives the encrypted trained model 

[[ ]]iW  and cosine similarity ( , )li isim W W  sent by user 

iU  ( [0, 1])i n  . The cloud server computes a new 

logical identifier ( )j i  for each user  ( [0, 1])i n   

by using the pseudo-random permutation
() :{0,1, , 1} {0,1, , 1}n n     , where i  is 

original logical identifier. The new user group is 
* { | [0, 1]}jU U j n   . The cloud server divides the 

new user group *U  into three subgroups: 

1 { | 0 mod 3}jU j   , 2 { | 1mod 3}jU j    and 

3 { | 2 mod 3}jU j   . The cloud server sorts the cosine 

similarity values of the three user subgroups in descending 
order, then removes the users whose cosine similarity values 

are in the top 0 %  of the three subgroups. In this way, the 

Byzantine users with excessively large cosine similarity 
values can be removed. Generally, these users can directly 
upload untrained local model, do not contribution to the 
global model during federated learning, but still obtain a new 
global model after each training. 

The cloud server selects users from three user subgroups 

1 , 2  and 3  based on different ranges. 

1) For the user subgroup 1 :  

The cloud server selects users in user subgroup 1  whose 

cosine similarity values are ranked between 0 1%  % and 

1%  in descending order. The set of selected users is 

denoted as *
1 . 

2) For the user subgroup 2 :  

The cloud server selects users in user subgroup 2  

whose cosine similarity values are ranked between 1 1%   

and 2 %  in descending order. The set of selected users is 

denoted as *
2 . 

3) For the user subgroup 3 :  

The cloud server selects users in user subgroup 3  whose 

cosine similarity values are ranked between 2 1%   and 

3%  in descending order. The set of selected users is 

denoted as *
3 . 

The users whose cosine similarity values rank in the bottom 

3(100 )%  of the three subgroups are identified as 

Byzantine users since their cosine similarity values are 
significantly small. Generally, these users with excessively 
small cosine similarity can upload random local model, or flip 
the element-wise signs of the local model and upload the 
flipped local model. These users also do not contribution to 
the global model during federated learning, but still obtain a 
new global model after each training. 

The cloud server aggregates the encrypted trained models 
of the above selected users to obtain a new encrypted global 

model *[[ ]]gW  as follows:  
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The cloud server sends the new encrypted global model 
*[[ ]]gW  to each user. After receiving the new encrypted 

global model *[[ ]]gW , the user first decrypts the encrypted 

global model to get the global model 
* *. ([[ ]], , )g gW SHE dec W p  , and then proceeds to the 

next round of training. 
Note: The reason for selecting users from the three disjoint 

intervals of the three user subgroups is to reduce the risk of a 
successful attack by Byzantine users. Even if a Byzantine user 
succeeds in faking a cosine similarity that closely resembles 
that of other users, the probability of that Byzantine user 
being selected is greatly reduced. 

4. Performance Evaluation 

4.1. Classification Accuracy 
In this section, we evaluate the performance of our 

PPBRFL through the following experiments. These 
experiments are carried out on a Linux server with Intel(R) 
Core (TM) i9-10980XE, 3.0GHZ, and 32GB of RAM. The 
simulation environment is implemented using the PyTorch 
framework. 

The evaluation of our simulation experiments focuses on 
two aspects: classification accuracy and computation 
efficiency on the user side. 

We evaluate PPBRFL using MNIST [39] and CIFAR10 [40] 
datasets. 

MNIST dataset [39]: The MNIST is a dataset of 
handwritten numbers. It contains a total of 70,000 images, 
with 60,000 images selected for training and 10,000 images 
for testing. Each image has a size of 28x28 pixels and features 
handwritten digits ranging from 0 to 9, displayed in white on 
a black background. 

  

(a)                        (b) 

Figure 2. Comparison of classification accuracy on the CIFAR-10 
and MNIST datasets between PPBRFL and FL [5] (a) On the 

CIFAR-10 dataset. (b) On the MNIST dataset 

CIFAR-10 dataset [40]: The CIFAR-10 dataset is an 
image dataset consisting of various items. It comprises a total 
of 60,000 samples, with 10 categories, each having 6,000 
samples (5000 for training and 1000 for testing). Each sample 
in the dataset is a 32x32 pixel RGB image with three channels. 

In this experiment, ResNet18 [41] neural network is trained 
using the above two datasets. ResNet18 [41] is a residual 
neural network which is composed of a series of residual 
blocks. It comprises 17 internal convolutional layers and 1 
fully connected layer. ResNet18 neural network is widely 
used for image classification tasks. In the following, we 
choose the standard federated learning scheme [5], which 

does not support Byzantine robustness and privacy protection, 
as a benchmark for comparison with the proposed PPBRFL. 
In order to evaluate the impact of the proposed PPBRFL on 
the model classification accuracy, we conduct a comparative 
analysis between PPBRFL and the scheme [5]. This analysis 
is executed under conditions where Byzantine users are 
absent, allowing us to exclude the impact of Byzantine users 
on classification accuracy.  

  

(a)                      (b) 

  

(c)                         (d) 

  

(e)                         (f) 

Figure 3. Comparison of classification accuracy on the CIFAR-10 
dataset between PPBRFL and FL [5] under Byzantine attack. (a) 
FL [5] with 0% Byzantine users and FL [5] with 20% Byzantine 
users. (b) FL [5] with 0% Byzantine users and FL [5] with 40% 

Byzantine users. (c) PPBRFL with 0% Byzantine users and 
PPBRFL with 20% Byzantine users. (d) PPBRFL with 0% 

Byzantine users and PPBRFL with 40% Byzantine users. (e) 
PPBRFL with 20% Byzantine users and FL [5] with 20% 

Byzantine users. (f) PPBRFL with 40% Byzantine users and FL [5] 
with 40% Byzantine users 

 
Fig. 2(a) and Fig. 2(b) illustrate the model classification 

accuracy results of PPBRFL and the scheme [5] on the 
CIFAR-10 and MNIST datasets, respectively. The 
comparison reveals that the classification accuracy achieved 
by PPBRFL is nearly identical to that of the scheme [5] for 
both datasets. We can conclude that PPBRFL achieves 
privacy preservation without compromising the model 
classification accuracy since PPBRFL employs symmetric 
homomorphic encryption to achieve privacy protection 
without introducing any noise, thus maintaining the 
classification accuracy of the model. To comprehensively 
assess the influence of Byzantine robustness on the proposed 
PPBRFL, we undertake a comparative analysis between 
PPBRFL and the scheme [5]. We evaluate the classification 
accuracy of the same model under different datasets, and 
choose different numbers of Byzantine users with 0%, 20% 
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and 40%, respectively. Fig.3(a) and Fig.3(b) illustrate a 
comparison of the model classification accuracy achieved by 
the scheme [5] under two distinct scenarios: one in which the 
scheme [5] does not suffer Byzantine attack, and the other in 
which it is subjected to Byzantine attack (20% Byzantine 
users and 40% Byzantine users). The results show that the 
model classification accuracy of the scheme [5] decreases 
when attacked by Byzantine users, and decreases more 
significantly as the proportion of Byzantine users increases. 
This observed trend can be attributed to the inherent absence 
of Byzantine robustness within the scheme [5], rendering it 
considerably vulnerable to Byzantine user-induced 
disturbances.  

  

(a)                        (b) 

  

(c)                        (d) 

  

(e)                         (f) 

Figure 4. Comparison of classification accuracy on the MNIST 
dataset between PPBRFL and FL [5] under Byzantine attack. (a) 
FL [5] with 0% Byzantine users and FL [5] with 20% Byzantine 
users. (b) FL [5] with 0% Byzantine users and FL [5] with 40% 

Byzantine users. (c) PPBRFL with 0% Byzantine users and 
PPBRFL with 20% Byzantine users. (d) PPBRFL with 0% 

Byzantine users and PPBRFL with 40% Byzantine users. (e) 
PPBRFL with 20% Byzantine users and FL [5] with 20% 

Byzantine users. (f) PPBRFL with 40% Byzantine users and FL [5] 
with 40% Byzantine users 

 
Fig.3(c) and Fig.3(d) show a comparison of the model 

classification accuracy achieved by PPBRFL under two 
different scenarios: one in which PPBRFL is free of 
Byzantine attack, and the other in which it is subjected to 
Byzantine attack (20% Byzantine users and 40% Byzantine 
users). We can observe that the classification accuracy of the 
PPBRFL attacked by Byzantine users is almost as accurate as 
the classification accuracy of the PPBRFL not attacked by 
Byzantine users. As illustrated in Fig.3(e) and Fig.3(f), the 
model classification accuracy of PPBRFL demonstrates 
greater accuracy in comparison to the scheme [5] when 

attacked by the same number of Byzantine users. The above 
analyses indicate that PPBRFL exhibits remarkable 
Byzantine robustness and minimally impacts the model 
classification accuracy when attacked by Byzantine users. 
Fig.4 shows that PPBRFL maintains exceptional Byzantine 
robustness under MNIST dataset. 

4.2. Computation Efficiency on the User Side 
We pick the privacy-preserving federated learning scheme 

[7] as the benchmark, as it also uses homomorphic encryption 
to protect the user’s data privacy during federated learning 
process. In this experiment, we evaluate the computation 
efficiency on the user side by progressively increasing the 
number of users for models with 5k entry parameters per user 
and 10k entry parameters per user. From Section 3, we can 
know that the computation overhead on the user side 
primarily arises from encrypting the model. As depicted in 
Fig.5(a) and Fig.5(b) show that as the number of users 
increases, the computational overheads on the user side of 
PPBRFL and the scheme [7] also grow accordingly. 
Furthermore, the proposed PPBRFL demonstrates 
significantly higher efficiency on the user side compared to 
the scheme [7]. 

 
(a)                          (b) 

Figure 5. Comparison of model encryption computation overhead 
on the user side between PPBRFL and the scheme [7]. (a) 5K-entry 

parameters per user (b) 10K-entry parameters per user 

5. Conclusion 
In this paper, we propose a new privacy-preserving 

Byzantine robust federated learning scheme (PPBRFL). This 
scheme is able to support both privacy preserving and 
Byzantine robustness. Specifically, we utilize symmetric 
homomorphic encryption technology to encrypt the trained 
model. The cloud server can aggregate the encrypted trained 
models but cannot obtain users’ data privacy from the 
encrypted trained models. Moreover, we use the cosine 
similarity value as a benchmark and utilize a grouping 
mechanism to select users for aggregation. Using the above 
method, our scheme can effectively resist the attacks from 
Byzantine users. Experiments illustrate that PPBRFL is able 
to achieve almost the same model classification accuracy as 
traditional federated learning scheme while guaranteeing user 
privacy and Byzantine robustness. The performance on the 
user side exhibits favorable efficiency. 
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