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Abstract: Large Language Models (LLMs) demonstrate remarkable proficiency in various natural language processing (NLP) 
tasks. However, their extensive size, resulting from the inclusion of billions of parameters across multiple layers, presents 
significant challenges regarding storage, training, and inference. Traditional methodologies such as model pruning and 
distillation are employed to decrease the size of these models, but these techniques often result in a compromise on performance 
retention. In this work, we propose a novel framework that uses dynamic layer skipping for different samples to accelerate the 
inference speed of LLMs. First, we add an adapter layer at each transformer layer to predict whether to skip the next layer or not, 
and we propose layer skip pretraining to recover the model’s performance. Second, we propose using reinforcement learning 
(RL) to optimize the model and design several strategies to stabilize the training. Extensive experiments on four natural language 
understanding (NLU) datasets and three machine translation datasets and ablation studies show that our method achieves SOTA 
performance among layer skipping methods on LLMs. 
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1. Introduction 
Since ChatGPT and GPT 4 [1], Large Language Models 

(LLMs) have become ubiquitous in almost all sub-fields of 
natural language processing. These models are pretrained on 
an enormous number of tokens [2] and have shown excellent 
capabilities in following instructions for sentence generation. 
For models with more than 10 billion parameters, emergent 
capabilities have occurred [3], such as in-context learning and 
reasoning capabilities [4]. An appealing property of LLMs is 
that after being trained with large amounts of instruction-
response data, the models can generalize well across many 
different natural language processing tasks [5], such as 
natural language inference [6], information extraction 
[7][8][9], and text classification [10][11][12]. 

Despite the impressive capabilities of LLMs in completing 
instruction-following tasks [13][14][9], the computational 
cost of LLMs is a significant issue because training large 
models requires substantial time, computational resources, 
and considerable expenses. Furthermore, the large latency is 
an obstacle for LLMs to be applied in many industrial 
scenarios with low latency requirements, which require fast 
inference speed to meet users’ needs. 

There is much research work focusing on speeding up the 
inference of BERT [15] and LLMs, such as network pruning 
[16][17], student network distillation [18][19], quantization 
[20][21], and early exiting [22][23][24][25][26]. Network 
pruning, student network distillation, and quantization have 
been very effective in reducing the parameters or computation 
cost of pretrained language models, but the model 
architecture of these methods is usually fixed during inference. 
Some early exiting works [23][26] have proved that the 
network structure varies for different test samples during 
inference. They use dynamic inference methods, based on 
certain criteria such as the entropy of logits, to allocate 

different BERT layers for different test samples in inference 
stages. Therefore, due to its potential in applications, we focus 
on applying early exiting to LLMs. 

Early exiting requires a multi-exit pretrained language 
model, such as BERT and GPT [27], with an intermediate 
classifier (or early exit layer) installed at each transformer 
layer. Then, a dynamic early exiting mechanism is applied at 
each layer during the forward pass to assess whether to exit at 
the current layer. Early exiting can work together with static 
model compression methods, such as performing early 
exiting on a pruned model [28]. Most of the work 
[22][23][25][26] on early exiting focuses on the classification 
task using BERT as the backbone model, and recently some 
work has started to apply early exiting to generative tasks. 

Men et al. [29] found that LLM layers have high 
redundancy, and removing the redundant layers does not 
significantly drop LLM performance. CALM [30] adds an 
early exit layer at each decoder layer of a small T5 model (8 
layers) [31] and uses entropy as the criterion to exit. However, 
for LLMs such as Llama [32] with a large language modeling 
head size and deep layers, it would incur significant 
computational costs. Skipdecode [33] proposes using layer 
skipping, employing rule-based methods, to gradually skip 
more intermediate GPT layers as more tokens are generated. 
This approach avoids installing an exit layer at each GPT 
layer. However, it applies the same skipping layers for all 
samples, which does not constitute dynamic inference. Yuan 
et al. [34] directly prunes the layers of LLMs, retains the last 
layer, and fine- tunes the model on NLU datasets. It shows 
that skipping more than half of the LLM’s layers can still 
achieve comparable or slightly better results. However, these 
pruning methods do not consider dynamic inference for 
different samples. Some hard samples may need more layers 
to compute, while easy samples may need fewer layers. Also, 
certain layers may be important for some samples while 
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unimportant for others. 
Since previous work has not applied dynamic inference to 

LLMs, we propose a novel framework for speeding up LLMs 
by using controllers to dy namically skip layers for different 
samples. We use reinforcement learning (RL) to train the 
controller, which decides whether to dynamically skip the 
next layer. Since the training of RL is unstableand hard to 
converge, we design several strategies such as introducing 
adapters and layer skipping pre-training. We also refine the 
sampling strategy of RL by not skipping layers that are 
dissimilar to previous layers. We conduct experiments on 
natural language understanding (NLU) datasets and machine 
translation (MT) task, formulating this task as a prompt-based 
language modeling task using instructions. The experiments 
on four benchmark NLU datasets and three MT datasets show 
that our work achieves state-of-the-art performance compared 
to previous work. 

Our contributions are as follows: 
(1) To the best of our knowledge, we are the first to apply 

a dynamic inference method to large language models to 
achieve LLM inference speed-up. 

(2) We propose a novel framework that uses an adapter 
layer to dynamically skip LLM layers without introducing 
high computational costs. 

(3) We propose using reinforcement learning to optimize 
our framework, and we introduce some sampling strategies to 
improve the training of RL. 

(4) We conduct experiments to show that our method 
achieves SOTA performance for LLM inference speed-up. In 
addition, ablations and intrinsic evaluations demonstrate the 
effectiveness of our proposed method. 

2. Preliminaries 
Due to the length limit, readers are referred to Appendix 

A.1 for LLM applications on natural language understanding 
(NLU) datasets. 

2.1. Layer Skipping 
Skip-decode [33] is the first to propose a layer skipping 

method, which can be viewed as another form of early exiting. 
The main difference is that layer skipping can bypass any 
layer, while early exiting exits at a specific layer and stops 
computing the subsequent layers. However, it is very 
challenging to apply early exiting to LLMs, as early exiting 
methods install an early exit layer, which is a classifier layer, 
at each Transformer layer to compute the entropy of the logits 
and predict whether to exit. However, for LL Ms, the classifier 
layer would be a language modeling (LM) head classifier, 
typically larger than 100,000 units. Additionally, since LLMs 
often have many deep layers, such as 36 or 48, installing an 
LM head at each layer would incur unbearably high 
computational costs. Therefore, Skip-decode directly assigns 
the number of layers to skip instead of assessing each 
Transformer layer. The model gradually skips more 
intermediate layers as it generates more tokens. It applies the 
same skipping layers for all samples, which is not dynamic. 
Additionally, this approach assumes that the tokens at the end 
of the responses are simpler than those at the beginning. A 
counterexample is using LLMs for the named entity 
recognition task, where the LLM generates many entities 
mentions as results. However, the entity mentions generated 
at later steps are just as important as those at earlier steps, 
making it unfair to assign fewer layers to these tokens at later 
generation steps. Also, Skip-decode skips the shallow layers 

first and then the deep layers. Much work [29][24][35] has 
demonstrated that the later layers of BERT or LLMs have 
more redundancy compared to earlier layers. Thus, we aim to 
develop an adaptive method to automatically determine 
which layers to skip for predicting each token. 

2.2. Problem Statement 
We apply prompts to use LLMs on NLU and MT datasets. 

For each dataset, we design a specific prompt, and during 
training, we combine all datasets to train one model. We show 
our prompt design in Appendix A.2. The prompt is the input 
to LLMs that contains the instructions and the input sentence 
to be classified. Denote the prompt as ሾw଴,wଵ,wଶ,… ,w୬ିଵሿ, 
and the LLM we use has L layers. For generating responses, 
the prompt sequence will be embedded in the embedding 
layer: 

H଴ ൌ ሾh଴
଴, hଵ

଴, … , h୬ିଵ
଴ ሿ ൌ 	Embedding	ሺሾw଴,wଵ, … ,w୬ିଵሿሻ (1) 

and go through the transformer layers: 

H୧ ൌ ൣh଴
୧ାଵ, hଵ

୧ାଵ, … , h୬ିଵ
୧ାଵ ൧ ൌ Trans୧ାଵ	൫ൣh଴

୧ , hଵ
୧ , … , h୬ିଵ

୧ ൧൯  (2) 

for i ൌ 0,1, … , L െ 1 . At the final layer, the hidden 
representation h୬ିଵ୐  will be fed into the language modeling 
head to predict the next token by calculating its probability 
distribution with the language modeling head: 

pሺw୬ ∣ w଴,wଵ,wଶ, … ,w୬ିଵሻ ൌ LMH	ሺh୬ିଵ୐ ሻ       (3) 
We use the cross entropy loss to fine-tune the LLMs: 

ࣦୡ୪ୱ ൌ െ∑  େ
୧ୀଵ  y୧log	 p୧                 (4) 

Note that with the attention mechanism of Transformer-
based models, h୬ିଵ୐  contains information about the tokens in 
the previous steps. pሺ  ) denotes the calculated distribution 
over the vocabulary, y is the ground truth. With a given 
decoding algorithm like beam search or nucleus sampling 
[36], one can select the predicted next token w୬, and the input 
sequence will be augmented to x ൌ
ሾw଴,wଵ,wଶ,… ,w୬ିଵ,w୬ሿ. 

The above process will continue until the end-of-sentence 
token is met. Note that in practice, one will not let the new 
sequence ሾw଴,wଵ,wଶ, … ,w୬ିଵ,w୬ሿ  go through all the 
Transformers repeatedly since this requires too much 
computation. For efficient token generation, one will adopt 
the key-value (KV) caching mechanism, which is an efficient 
implementation for token generation in Transformer models. 
With the causal mask, the newly generated token will not 
affect the hidden states of the previous shorter sequences. 
Thus, we only need to calculate the key and value of the new 
token. The model can significantly reduce redundant 
computations during subsequent steps by storing the 
computed keys and values for previously processed tokens. 
However, in scenarios of early exiting, for example, if the 
next token exits later than the previous one, we need to 
recompute the KV values for the previous tokens. Skip-
decode [33] then proposes to monotonically decrease exit 
points to eliminate the necessity to recalculate KV caches for 
preceding tokens. 

3. Methodology 

3.1. Dynamic Layer Skipping Architecture and 
Pretraining 

Skip-decode [33] directly skips the layers of LLMs without 
training, lacking investigation into training methods that 
enhance the performance of layer skipping. Yuan et al. [34] 
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directly cuts off some layers and then fine-tunes the model. 
Both of these methods are static layer skipping. In the 
following part, we will introduce the architecture we use for 
dynamic layer skipping and the method we used to pretrain 
the model. The pretraining is designed to enhance LLMs’ 
ability for dynamic layer skipping and to initialize the 
parameters of the controllers. 

 
Figure 1. The adapter enhanced Transformer layers. We add an 

adapter layer at each transformer layer, if current transformer layer 
is skipped, then the hidden state goes through the adapter layer 
 
Dynamic layer skipping architecture: We insert an adapter 

layer in parallel with each transformer layer, just like LoRA 
[37], as shown in Figure 1. This adapter consists of a two-
layer MLP with a GELU activation and takes the hidden states 
h୬ିଵ୧   of w୬ିଵ  as the input feature and outputs the hidden 
states h୬ିଵ୧ᇱ . Since the adapters use a bottleneck architecture 
[38], they are computationally efficient. For a transformer 
layer i, we input the hidden states of the last layer h୨

୧ିଵ into 
the transformer layer and the adapter layer, and we sum them 
to get the output hidden states of layer i: 

h୨
୧ ൌ Adapter୧	൫h୨

୧ିଵ൯ ൅ Trans୧	൫h୨
୧ିଵ൯       (5) 

We use the adapter layer Adapter	୧ିଵ as the controller to 
decide whether to skip transformer layer i . By taking the 
output of the adapter layers as input for the next layer, the 
adapters learn the essential information needed to pass to the 
next layer. This information can greatly help the adapter 
assess whether to skip the next layer. By pretraining the 
adapters, it provides a good initialization of the adapter 
parameters compared to basic initialization methods such as 

Xavier initialization. A good initialization offers a smaller 
search space for reinforcement learning, and thus helps RL 
converge to the optimal policy. 

Layer skipping pretraining: To train a model with layer 
skipping capabilities, we assign a random 0,1 mask m୧ (i.e., 
a Bernoulli random variable) with a probability of being 0 set 
to pሺ0 ൏ p ൏ 1 ) for each layer i. Thus, the above equation 
becomes: 

h୨
୧ ൌ Adapter୧	൫h୨

୧ିଵ൯ ൅ m୧ ∗ Trans୧	൫h୨
୧ିଵ൯      (6) 

That is, if layer i is skipped, the hidden states will only go 
through Adapter 	୧ . During training, the parameters of 
Transformer layer Trans	୧ can be either fully tuned or tuned 
with LoRA [37] to save computational resources. 

Note that separate forward steps may result in different 
representations with random layer masks. We can add a 
consistency regularization objective to the CE loss term to 
ensure model consistency after random layer skipping. For 
the separate forward passes of the same input 
ሾw଴,wଵ,wଶ,… ,w୬ିଵሿ , one can obtain three different 
distributions P଴, Pଵ , and Pଶ  for w୬. P଴  denotes the teacher 
model that does not skip, while Pଵ  and Pଶ  are student 
models that randomly skip different layers. We use KL-
Divergence to provide consistency regularization: 

ࣦreg ൌ KLሺPଵ, Pଶሻ                    (7) 

, and distill knowledge from teacher model: 
ࣦdistill ൌ KLሺP଴, Pଵሻ ൅ KLሺP଴, Pଶሻ          (8) 

The final loss for pretraining is: 
ࣦpretrain ൌ α ∗ ൫ࣦdistill ൅ ࣦreg ൯ ൅ ࣦcls           (9) 

, where α is the hyper-parameter controlling the weight of 
loss. 

3.2. Reinforcement Learning Framework 
We now propose a reinforcement learning (RL) based 

approach for dynamically determining which layers to skip 
when predicting the next token w୬  given w୬ିଵ,… ,w଴ . At 
each Transformer layer i, we use the adapter layer to get the 
hidden states h୬ିଵ୧ᇱ , then we add an RL-specific head, which 
is a one-layer MLP with sigmoid activation, to the adapter. 
Thus, the controller consists of an adapter layer and an RL-
specific head. We use the output of the controller as the 
predicted probability of skipping, p୬ିଵ

skip  . If p୬ିଵ
skip   exceeds a 

threshold, we will skip the next layer. Note that we do not 
have any ground truth labels for each layer’s controller. Thus, 
the controllers are optimized via reinforcement learning 
algorithms like REINFORCE [39]. 

To be more specific, we define the state, action, reward, 
advantage function, and objective function below. 

 

 
Figure 2. Dynamic layer skipping framework: At each transformer layer we have a controller, which consists of an adapter layer and a RL 

head. We use the output of the controller to determine whether to skip computing the next transformer layer 
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State State s୪  consists of the sequence representations 

from transformer layer l. 
Action The actions at each layer are Skip, Select. Skip 

means to skip computing the hidden states of the next layer, 
while Select means the hidden states go through the next 
transformer layer to compute. 

The controllers we use, which are called policy networks 
in RL, generate probabilities for actions and contain an 
adapter layer and an RL-specific head. More formally, the 
policy network is defined as: 

ఏሺܽ௟ߨ ∣ ௟ሻݏ ൌ σ ൬Wଷ ቀGELU൫Wଶ൫GeLU	ሺWଵHlast ൅ bଵሻ൯ ൅

bଶ൯ቁ൰                  (10) 

where σ is the sigmoid function, a୪ denotes the action at 
state s୪, l is the current layer, H୪ last denotes the last token 
representation at layer l , and θ  are the parameters of the 
policy network. We will use A ൌ ሾaଵ, aଶ, … , a୐ሿ to denote the 
action trajectory the policy takes up to layer L. 

Reward Denote the ground truth of token w୬  as w୬
∗  

(provided in the training data). At an intermediate layer l, if 
the layer is not skipped, then the reward is rሺa୪ ∣ s୪ሻ ൌ െ1. If 
an intermediate layer l is skipped, the reward is rሺa୪ ∣ s୪ሻ ൌ
1 . At the final layer, after obtaining the probability 
distribution from the LM head as Pሺw୬ ∣ h୬ିଵ୐ ሻ , we will 

receive the final reward െCEቀw୬
∗ , Pሺw୬ ∣ h୬ିଵ୐ ሻቁ . The 

cumulative intermediate reward is l୬ ൌ ∑୪ୀଵ
୐  rሺa୪ ∣ s୪ሻ. Thus, 

the total reward for the controller is: 

RሺA ∣ θሻ ൌ െCEቀw୬
∗ , Pሺw୬ ∣ h୬ିଵ୐ ሻቁ െ λ ∗ l୬    (11) 

Where l୬  is the number of transformer layers actually 
processed, we encourage the model to skip as many layers as 
possible. λ is a hyperparameter for controlling the penalty of 
computational costs. CEሺ  ) is the cross-entropy loss, 
reflecting the performance of layer skipping. By maximizing 
the reward, the controllers learn to skip layers while 
maintaining accurate token predictions. 

It should be noted that the computation of the reward is 
based only on the LM-logits of the last layer because if we 
were to compute the reward for each layer, we would need to 
assign an individual LM head at each layer, which would 
require a significant number of computational resources. 

Sampling strategy Since we cannot directly optimize the 
reward of each layer, in the early training stages of RL, the 
search space would be very large, making it difficult for the 
model to converge to the optimal policy. To address this 
problem, we use the following strategies to stabilize the 
reinforcement learning: 

(1) We do not drop the first layer and the last layer, because 
it would cause a large performance drop. 

(2) We calculate the cosine similarity between two 
consecutive layers. Zhang et al. [26] found that in the BERT 
model, if the predictions of several consecutive layers have 
high similarity, then redundancy may exist in those layers, 
allowing for early exiting. Based on this, we skip those layers 
if their previous layer is similar to the earlier layers. In our 
setting, the similarity between layer i  and layer i െ 1  is 
calculated by the cosine similarity of the last token hidden 
states: cos୧ ൌ cos	൫hlast 

୧ , hlast 
୧ିଵ൯ . If cos୧  is higher than a 

threshold τ, we say layer i is s െ p, meaning it’s similar to 
its previous layer. For a layer i, if its M previous layers are 
all s െ p, it indicates that the model’s hidden states have not 

changed much for M  consecutive layers. Then, for the 
skipping prediction probability p୧ାଵ skip for the next layer 
i ൅ 1 , we add a small value t  to increase its probability of 
exiting at the next layer, such that p୧ାଵ  skip ൌ t ൅ pskip 

୧ାଵ  . 
During training, we gradually reduce the number M  to 0, 
where 0 means that we won’t increase the probability for any 
layer. Initially, M is set at 3. Therefore, at the initial stage of 
RL training, we encourage the model to skip more confident 
layers by measuring their similarities with previous layers, 
thereby eliminating the sampling trajectories and stabilizing 
RL training. 

Objective function The goal of reinforcement learning is 
to optimize the policy network to maximize the expected 
reward. Formally, the objective function is defined as follows: 

Jሺθሻ	ൌ Eሺୱౢ,ୟౢሻ∼஠ሺୟౢ∣ୱౢ;஘ሻrሾሺsଵ, aଵሻ… ሺs୐, a୐ሻሿ        (12) 

where L  is the total number of layers, representing the 
number of states. According to the REINFORCE algorithm 
[39] and the policy gradient method [40], we update the 
network with the policy gradient as follows: 

஘Jሺθሻ׏ ൌ ∑  ୘
୲ୀଵ  R ⋅ 	஘log׏ π஘ሺa୲ ∣ s୲ሻ         (13) 

3.3. Model Training 
Here we present our entire training procedure: 
(1) Adapter Initialization: Fine-tune the adapter layer on 

instruction-tuning datasets while freezing the parameters of 
the LLM model. This step helps initialize the parameters of 
the adapter layers. 

(2) Skip Pretraining: Train the parameters of the LLM and 
adapter layers on NLU and MT datasets using ࣦpretrain. . One 
can choose to update the full parameters of the LLMs or use 
parameter-efficient tuning such as LoRA [37] and QLoRA 
[41]. This step enhances the model’s ability to perform layer 
skipping and also provides a good initialization for 
reinforcement learning. 

(3) Reinforcement Learning: Conduct RL on NLU and MT 
datasets. Freeze the parameters of the LLMs and LoRA, and 
update the parameters of the controller, which includes the 
adapter layer and RL-specific head. This step trains the 
controller’s ability to perform layer skipping. 

(4) Fine-tuning: Unfreeze the parameters of the LLMs or 
LoRA and the adapter, and train the entire model with the 
task-specific objective and the RL objective simultaneously. 
Specifically, we adopt the training method used in MIXER 
[42], gradually reducing the weight of the task-specific 
objective. 

3.4. Inference with Adaptive Layer Skipping 
During inference, at layer l െ 1 , we use the controller 

installed at this layer to predict whether to skip the next layer 
l. We use the hidden states of layer l െ 1 as the hidden states 
for layer l . Additionally, as discussed previously, with KV 
caching, the next token depends on the KV caches of the 
current and previous tokens. Skip-decode [33] monotonically 
decreases exit points, but we believe this approach may 
restrict layer skipping decisions and result in performance 
degradation. Thus, we propose: when a layer i is skipped for 
predicting w୬ା୩ , the KV caches of w୬ା୩ିଵ  at layer l  are 
filled with those from layer l െ 1. 

To improve the efficiency of inference, one can also 
perform layer skipping at the batch level. Specifically, a layer 
will be skipped if the predicted probabilities for most of the 
samples in the batch (such as more than half) exceed a 
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threshold of 0.5. Thus, for inference, we can strike a balance: 
process one sample at a time to assign different skip layers for 
different samples to achieve more accurate results, or process 
a batch at a time to share the same skip layer for a batch of 
samples to infer in parallel. Moreover, we can adjust the 
threshold to skip more or fewer layers to achieve different 
speed-up ratios. 

4. Experiments 

4.1. Datasets 
We use four NLU datasets from the GLUE benchmark [43]: 

RTE (Recognizing Textual Entailment): Determines whether 
one sentence logically follows from another. MRPC 
(Microsoft Research Paraphrase Corpus): Identifies whether 
two sentences are semantically equivalent. CoL A (Corpus of 
Linguistic Acceptability): Assesses whether an English 
sentence is linguistically acceptable. SST-2 (Stanford 
Sentiment Treebank): Evaluates the sentiment of a sentence 
as positive or negative. 

We use three machine translation datasets: WMT 2023 
(English-Chinese): Focuses on translating between Chinese 
and English, particularly in news articles and other formal 
content. It is a key benchmark for Chinese-English translation 
quality. 

WMT 2023 (English-German): Evaluates machine 
translation systems on translating news articles between 
English and German. It is a major benchmark in the 
translation community. 

IWSLT 2023 (German-English): Focuses on spoken 
language translation, particularly for translating TED Talks 
and other speech data from German to English. 

4.2. Baseline Methods 
We compare our method with the following baselines: 
Vanilla model: We directly fine-tune the LLM on NLU and 

MT datasets without skipping any layers. 
Skip-decode [33]: Following its method, we skip the 

intermediate layers of LLMs. As more tokens are generated, 
the number of skipped layers increases. The method does not 
involve training the LLMs; we replicate its method and test it 

on NLU and MT datasets. 
Static layer skipping [34]: This method directly skips the 

intermediate layers of LLMs while keeping the last layer. It 
then finetunes the LLMs on NLU and MT datasets. 

Layer skip pretraining: We skip the same set of layers as 
the static layer skipping baseline method and fine-tune the 
LLMs on NLU and MT datasets using the layer skip 
pretraining method proposed in this work. 

4.3. Experimental Settings 
Devices: We implement our method based on Hugging 

Face’s Transformers [44]. We conduct our experiments on 
two Nvidia V100 32GB GPUs. 

PTM models We adopt the following LLMs for our 
experiments: GPT2-XL [45], OPT-1.3B [46], Falcon-7B [47], 
Llama2-7B-Chat [32]. Readers are referred to Appendix A.3 
for the details of these LLMs. 

Training settings for all training stages of our experiments, 
we adopt the following settings: We use QLoRA [41] to train 
the LLM backbone model, with the LoRA rank set to 16. The 
maximum sequence length is 1024, and we adopt the efficient 
sequence packing strategy [48] to accelerate training. The 
batch size is set to 64. We employ AdamW [49] as the 
optimizer. For different training stages, we adopt different 
learning rates and epochs: In the Adapter Initialization stage, 
the epoch is set to 1 and the learning rate to 1e െ 4. In the 
Skip Pretraining stage, the epoch is set to 5 and the learning 
rate to 5e-5. In the Reinforcement Learning stage, the epoch 
is set to 10 and the learning rate to 2e െ 5. In the Fine-tuning 
stage, the epoch is set to 5 and the learning rate to 1e െ 5. For 
each method, we use different settings to instruct the model 
to skip more or fewer layers, and we obtain the results of these 
different settings. In detail, for Skip-decode, we set the 
maximum ratio of skipped layers to total layers at 
90%, 70%, 50%, 30% , and 10% ; for the Yuan et al. [34] 
method, we follow the same settings as Skip-decode; for our 
method, we set the thresholds for skipping layers at 
0.8,0.7,0.5,0.4, and 0.3. 

4.4. Main Results 

 
Table 1. F1-score (%) of methods using the Llama-7B-Chat backbone on NLU tasks across five random seeds. AVG represents the average 

score achieved by skipping different numbers of layers, and BEST represents the best score among all settings. 

 RTE MRPC CoLA SST-2

 AVG BEST AVG BEST AVG BEST AVG BEST

Vanilla model 77.1 77.1 89.8 89.8 57.7 57.7 91.9 91.9

Skip-decode 44.7 48.9 69.1 73.2 41.6 47.5 81.0 82.5

Yuan et al. [34] 62.8 68.6 76.7 82.9 48.7 51.3 86.2 89.1

Layer skip pretraining 64.7 73.1 79.0 85.2 51.2 56.3 88.7 91.3

Ours(bs=1) 68.8 77.5 85.6 90.5 49.4 58.1 90.6 92.7

Ours(bs=8) 67.7 77.1 85.0 90.3 46.7 57.2 90.3 92.5

Ours(bs=16) 66.5 76.5 84.7 89.7 45.8 56.5 90.0 92.1

To validate the efficacy of our proposed method, we 
conducted comparative experiments against baseline layer 
skipping or pruning methods. The experimental results are 

presented in Table 1 and Table 2. ‘bs ൌ 1 ’ denotes we do 
dynamic layer skipping for each sample, ‘bs ൌ 8 or bs ൌ 16’ 
means we use batch-level skipping: all samples in a batch skip 
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the same layers. AVG represents the average score from 
different layer skipping settings mentioned in the training 
settings section, and BEST represents the best score among 
all settings. We set different thresholds to control the number 
of layers to be skipped. 

We present the results of other LLMs in Appendix A.3.1. 
As we can see, by fine-tuning on a text-classification dataset, 

Yuan et al. [34] achieves better results with more skipped 
layers compared to Skip-decode. The layer skip pretraining 
method also boosts the performance of LLMs. Our method 
significantly outperforms the Yuan et al. [34] method, which 
applies the same layer settings for all samples, validating the 
effectiveness of dynamic layer skipping. 

 
Table 2. BLEU score (%) of methods using the Llama-7B-Chat backbone on MT tasks across five random seeds. AVG represents the average 

score achieved by skipping different numbers of layers, and BEST represents the best score among all settings. 

 WMT 2023 WMT 2023 IWSLT 2023

Language Pair English-chinese English-German German-English

 AVG BEST AVG BEST AVG BEST

Vanilla model 38.7 38.7 37.8 37.8 33.2 33.2

Skip-decode 32.8 34.6 36.4 37.1 30.8 33.1

Yuan et al. [34] 35.6 37.3 38.2 33.2 33.0 36.1

Layer skip pretraining 37.5 37.9 38.5 34.1 33.3 34.1

Ours(bs=1) 39.1 39.8 38.2 38.9 35.0 35.9

Ours(bs=8) 38.5 38.9 37.8 38.0 34.7 35.2

Ours(bs=16) 38.0 38.4 37.7 38.1 34.7 35.0

4.5. Discussions and Ablation Studies 
We present the F1-score of the Llama2-7B-Chat model 

with different layer skipping ratios on the QNLI dataset in 
Figure 3. The layer skipping ratio is computed by dividing the 
number of skipped layers by the total number of layers. The 
results show that skipping nearly 30% of the layers can even 
improve performance, demonstrating the redundancy in LLM 
layers. The reasons why skipping many layers allows LLMs 
to still achieve comparable results are twofold: (1) much work 
[29][50][16] proves that the parameters of LLMs are 
redundant. (2) The parameters of LLMs can be further 
reduced if they are used only for certain tasks, such as NLU 
tasks. LLMs do not need the extra parameters to store 
knowledge and make complex inferences for solving other 
tasks such as code completion and multi-turn question 
answering. 

4.5.1. Ablation on Dynamic Layer Skipping 
For a LLM with L layers, we initialize an array of length 

L and fill it with 0; for the skipped layer, we set its index in 
the array to 1. Then, we can obtain arrays aଵ, aଶ, … , a୒, where 
N is the total number of samples. Since the length of an array 
a୧  is L , for each position l  in a୧ , we can compute the 
variance for all arrays, and we average the variance for all 
positions by: 

 

௟ഥߤ ൌ
ଵ

௅
∑  ே
௜ୀଵ  ܽ௟

௜                       (14) 

ߪ ൌ
ଵ

௅
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௟ୀଵ  ට

ଵ

ே
∑  ே
௜ୀଵ  ൫ܽ௟

௜ െ ܽ௟ഥ ൯
ଶ
             (15) 

where a୪
୧ the l position number in i-th array, μ୪ഥ  is average 

of all arrays at position l. 
σ denotes the overall difference among all samples; a large 

variance indicates that the differences in the data are larger 

and suggests that the layer skipping options for different 
samples vary. We present the variance for different datasets in 
Table 3. As we can see, all have a large variance, indicating 
that the skipped layers for different samples vary significantly, 
which validates the importance of applying dynamic layer 
skipping. In contrast, the variance for static layer skipping is 
0, because the same settings are applied to all samples. 

 
Table 3. Variance of layer skipping for different datasets 

Dataset Variance

RTE 0.35

MRPC 0.21

CoLA 0.43

WMT2023 0.32

IWSLT2023 0.41

 

4.5.2. Ablation on Layer Skipping Pretraining 
Layer skip pretraining enhances the model’s ability to infer 

with fewer layers, providing a good initialization for the 
model to engage in reinforcement learning. As the results in 
Table 1 and Table 2, Yuan et al. [34] shows better performance 
than Skip-decode [33]. This indicates that further training can 
significantly recover the model’s performance lost due to 
skipping layers. Furthermore, the results show that the model 
after layer skip pretraining achieves even better results than 
Yuan et al. [34], validating the effectiveness of the 
consistency loss and distillation loss from the teacher model. 

4.5.3. Ablation on Sampling Strategy 
Encouraging the model to skip more confident layers 

(measuring their similarities with previous layers) at initial 
steps can help the model find a better policy early on and 
converge to a better overall policy. As shown in Figure 4, we 
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can see that without the sampling strategy, the loss at initial 
stages is very unstable and may even increase significantly. 
This occurs because the model may skip some vital layers, 
and each skipping decision does not directly contribute to the 
final token prediction, leading the model to potentially learn 
a false policy. Thus, the sampling strategy helps make the 
training of RL more stable. Since the total number of 

sampling trajectories is 2୐, adding a sampling strategy can 
significantly reduce the number of low-quality trajectories, 
ensuring the model remains at a relatively good policy. We 
can also see that the final loss is lower, indicating the 
effectiveness of the proposed sampling strategy. 

 
Figure 3. F1-score of Llama-7B-Chat model on QNLI dataset with different layer skipping ratios. 

 

 
a) Loss without sampling strategy 

 
b) Loss with sampling strategy 

Figure 4. The variation diagram of RL loss with the increase of training steps 
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5. Conclusion 
In this work, we present a novel approach for speeding up 

large language model (LLM) inference through the 
application of dynamic inference methods. To the best of our 
knowledge, we are the first to explore the dynamic layer 
skipping technique in the context of LLMs. Our contributions 
include the introduction of a framework that utilizes an 
adapter layer to dynamically skip LLM layers without 
introducing significant computational costs. Furthermore, we 
optimize our framework using reinforcement learning, 
incorporating sampling strategies to enhance the training 
process. Experimental results demonstrate that our method 
achieves state-of-the-art performance in terms of LLM 
inference speedup. Additional ablation studies and intrinsic 
evaluations further validate the effectiveness of our proposed 
technique. 
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Appendices 

A.1 Using LLMs for NLU task 

NLU problems can all be viewed as classification problems. 
Applying LLMs to classification tasks is especially important 
for applications. First, classification tasks are widely used in 
many real-life scenarios. For example, conducting sentiment 
polarity analysis on social media comments, product reviews, 
etc., helps understand users’ attitudes and emotional 
tendencies towards products, services, or events [51]. 
Additionally, classifying the relation or similarity of two 
sentences aids information retrieval [52]. Second, although 
LLMs are powerful, they require intermediate steps to better 
complete tasks, such as demonstrations [53] and reasoning 
prompts [10]. Chae and Davidson [14] uses instruction-
following datasets to finetune LLMs for classification tasks. 
In our work, we fine-tune LLMs with prompts to enhance 
their performance. 

A.2 Prompt design for NLU datasets 

Here we provide the prompt we used for some datasets as 
examples: 
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Microsoft Research Paraphrase Corpus: Given two 
sentences, determine if these sentences are semantically 
equivalent. Output ‘equivalent’ or ‘not equivalent’. 

SST-2 (Stanford Sentiment Treebank): Given a sentence, 
evaluate the sentiment of this sentence as either positive or 
negative. Output ‘positive’ or ‘negative’. 

QQP (Quora Question Pairs): Given two questions, 
evaluate whether these questions are semantically similar. 

Output ‘similar’ or ‘not similar’. 

A.3 Details of the LLMs used for experiments 

We show the information of the large language models we 
used in Table 4. 

 
Table 4. Information of LLMs. 

Model parameter hidden size layer

GPT2-XL [45] 1.5B 1600 4

OPT-1.3B [46] 1.3B 2048 2

Falcon-7B [47] 7B 4544 3

Llama2-7B [32] 7B 4096 3

A.3.1 Results of other LLMs using our method 

To validate the generalization ability of our proposed 

method, we test it on other LLMs on NLU datasets and show 
the results in Table 5. 

 
Table 5. F1-score of method with different LLMs on NLU tasks. 

 RTE MRPC CoLA SST-2

GPT2-XL 62.5 68.5 77.4 82.5 42.3 46.1 85.4 88.2

OPT-1.3B 63.7 70.5 79.5 85.3 40.7 45.2 86.3 88.4

Falcon-7B 66.8 75.9 84.2 89.1 46.3 55.1 90.2 92.4

Llama-7B-Chat 68.8 77.5 85.6 90.5 49.4 58.1 90.6 92.7

 


