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Abstract

The extraction of meaningful features from CNF instances
is crucial to applying machine learning to SAT solving, en-
abling algorithm selection and configuration for solver port-
folios and satisfiability classification. While many approaches
have been proposed for feature extraction, their relevance to
these tasks is unclear. Their applicability and comparison of
the information extracted and the computational effort needed
are complicated by the lack of working or updated imple-
mentations, negatively affecting reproducibility. In this pa-
per, we analyse the performance of five sets of features pre-
sented in the literature on SAT/UNSAT and problem cate-
gory classification over a dataset of 3000 instances across ten
problem classes distributed equally between SAT and UN-
SAT. To increase reproducibility and encourage research in
this area, we released a Python library containing an updated
and clear implementation of structural, graph-based, statisti-
cal and probing features presented in the literature for SAT
CNF instances; and we define a clear pipeline to compare
feature sets in a given learning task robustly. We analysed
which of the computed features are relevant for the specific
task and the tradeoff they provide between accuracy and com-
putational effort. The results of the analysis provide insights
into which features mostly affect an instance’s satisfiability
and which can be used to identify the problem’s type. These
insights can be used to develop more effective solver portfo-
lios and satisfiability classification algorithms.

Introduction
Feature extraction from SAT instances is an essential task.
Features are used to train machine learning models for a va-
riety of tasks such as algorithm selection, classification of
whether an instance is satisfiable or not, and to which class
an instance is drawn from. Most existing approaches work
on instances encoded in conjunctive normal form (CNF).
While automatic feature extraction is an ongoing task (Dalla,
Visentin, and O’Sullivan 2021), manual implementation and
extraction of these features is still an effective way of judg-
ing the class of a problem. SATzilla (Xu et al. 2008) provides
the benchmark for portfolio classification of SAT problems,
providing a wide range of statistical, structural and prob-
ing features of a CNF that help describe the complexity
and structure of the instance. However, other features have
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been more recently crafted (Alfonso and Manthey 2014)
and (Ansótegui et al. 2017). Feature sets across studies are
not easily comparable. Furthermore, their implementations
are often outdated, possibly not in a executable state in their
current form, and challenging to understand and use.

This paper presents the study of relevant features applied
to two tasks of classification using machine learning algo-
rithms and analyses their computational times. To perform
this we wrote an easy-to-use Python library, called SAT-
featPy 1, which implements the previously mentioned sets of
features. A high-level description of the extracted features is
provided, with a more in-depth explanation in the documen-
tation. This work contributes to the ongoing effort of mak-
ing SAT research and prototyping easier by offering func-
tionalities in Python, e.g. PySAT (Ignatiev, Morgado, and
Marques-Silva 2018).

We perform a study on five sets of features extracted with
the tool from a dataset consisting of 3000 SAT and UNSAT
CNFs, over ten different classes of problems. First, the fea-
ture sets are used to classify whether the problem is satisfi-
able (SAT) or not satisfiable (UNSAT) and to which prob-
lem class the instance belongs. The best approaches reach
an accuracy of 99.5 % and 99.8%, respectively. Then, an in-
vestigation of the contribution of the relevant features to the
two different classification tasks is performed. Finally, the
computational time for each set of features is extracted and
compared with the accuracy results for both classifications.

Related Works
We survey papers that devise hand-crafted features of SAT
instances and utilise these features for various tasks such as
algorithm selection and solver parameter optimisation. This
review is split into two sections: the first discusses the theory
and motivation of hand-crafted SAT instance features, and
then applications of said features are analysed.

The first paper that shows the importance of extracting
structural information from SAT instances is Mitchell et
al. (Mitchell, Selman, and Levesque 1992). They underline
a strong correlation between the hardness of a SAT instance
and the ratio between the number of variables and clauses.
Further work has since been done to estimate with increas-
ing precision the empirical hardness of a SAT instance and,

1https://github.com/bprovanbessell/SATfeatPy
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consequently, its likely solubility in meaningful time by a
specific solver. In a later paper, Nudelman et al. (Nudelman
et al. 2004), present 84 new statistical features. These stem
from nine main categories: problem size, variable-clause-
graph, variable graph, clause graph, balance, proximity to
Horn formulae, LP-based, DPLL-probing, and local search
probing. Further work by Ansotegui et al. (Ansótegui et al.
2017) and Alfonso et al. (Alfonso and Manthey 2014) in-
troduces new features to describe the structure further and
help classify CNF formulas. All the features presented so
far are handcrafted, a more recent branch of research focuses
on automated feature extraction using deep learning (Dalla,
Visentin, and O’Sullivan 2021).

Extracting representative features of a boolean formula
has many practical applications. One of the most relevant is
portfolio algorithm selection (Leyton-Brown et al. 2003), a
technique in which multiple algorithms (each of which spe-
cialises in solving/evaluating problem instances of a partic-
ular type) form a portfolio. The current problem instance is
then classified, and the algorithm which performs the best on
that class is then used on said problem instance. SATzilla-
07 (Xu et al. 2008) is one of the first systems that leverages
the use of these characteristics (features) to extract a mea-
sure of empirical hardness from satisfiability problems. This
measure is then used to construct a per-instance algorithm
portfolio that automatically selects the best SAT solver from
a set of different SAT solvers, to minimise the solver’s run-
time on the instance.

Further work on automated algorithm selection, as well as
other related approaches like algorithm configuration, plan-
ning and portfolio selection, is presented in the survey by
Kerschke et al. (Kerschke et al. 2018). Their paper also
presents an overview of the different features that can guide
the selection of solvers for specific instances. Xu et al. (Xu,
Hoos, and Leyton-Brown 2010) work combines the tech-
niques of portfolio-based algorithm selection and automated
algorithm configuration to produce a set of solvers capa-
ble of tackling instances in different problem domains. Lin-
dauer et al. (Lindauer et al. 2015) leverage on a different
set of features to perform an automated algorithm config-
uration of a popular portfolio-based solver. Finally, Misir
et al. (Mısır and Sebag 2017) build a recommender system
that selects the best solver through collaborative filtering.
Approaches inspired by SATzilla, where they utilise differ-
ent machine learning techniques to select the optimal algo-
rithm, can be seen in the paper from Nikolic et al. (Nikolić,
Marić, and Janičić 2013). An example of instance classifica-
tion is demonstrated in a 2008 paper by Devlin et al.(Devlin
and O’Sullivan 2008). They use multiple machine learning
classifiers to directly predict SAT instance satisfiability by
training them on the same features used by SATzilla. Fur-
thermore, work that leverages deep learning techniques to
perform algorithm selection, feature extraction and instance
classification is presented in the papers of Loreggia et al.
(Loreggia et al. 2016), and Bunz et al. (Bünz and Lamm
2017). Finally, a 2018 paper (Selsam et al. 2018) by Selsam
et al. introduces Neurosat, a message parsing neural network
that learns to provide a solution to SAT instances by only be-
ing trained to predict their satisfiability.

Feature Description
This section presents a brief description of the features ex-
tracted using SATfeatPy. We refer to the documentation and
the original papers for a more detailed explanation of the
features.

The features have been split into three main categories
stemming from their original implementation. The first cate-
gory is the feature set of SATzilla (Xu et al. 2008). SATzilla
is a portfolio algorithm that extracts various features from
preprocessed CNFs. This set includes features relative to
the problem size, its variable clause (VCG) and variable
graph (VG) implementation, balance features and its prox-
imity to Horn formula and probing features that leverage on
the application of the the Davis-Putman-Logeman-Loveland
(DPLL) (Davis and Putnam 1960) algorithm and two local
search algorithms.

The second category encompasses features from
(Ansótegui et al. 2017). These include power law exponent,
modularity, and fractal dimension, and are calculated using
two new graphs, the Variable Incidence Graph (VIG) and
the Clause Variable Incidence Graph (CVIG).

The third category of features has been implemented from
(Alfonso and Manthey 2014). The authors introduce eight
weighted graphs: the variable clause graph (VCG), variable
(VG) graph, clause graph (CG), resolution graph (RG), bi-
nary implication graph (BIG), AND gate graph, BAND gate
graph, and EXO gate graph. Statistics are calculated from
the node degrees, and the edge weights (if present). These
statistics include but are not limited to: minimum, maxi-
mum, mean, mode, median, standard deviation, number of
zeros present, quartile values, rate of the mode value, and
entropy. Additionally, a recursive weight heuristic is used to
provide a score for each literal that represents the tendency
for that literal to be present in a model of the formula.

Experimental Results
This section evaluates the performances of the techniques
presented herein on two different tasks: SAT/UNSAT and
instance category classification. Then a comparison of the
computational effort required to extract them is performed.
We considered five sets of features:
• SATzilla base: The base features from SATzilla (Xu et al.

2008) (not including the probing features). 38 features.
• SATzilla full: Base SATzilla features and probing fea-

tures. 69 features.
• ANT: Features from Ansotegui et al. (Ansótegui et al.

2017). 4 features.
• ALF: Features from Alfonso et al. (Alfonso and Manthey

2014). 254 features.
• All: Features from all papers combined. 327 features.

We create a dataset of 3000 CNFs equally distributed over
ten problem categories for the classification tasks. For each
category we produced 150 SAT and 150 UNSAT instances.
The dataset is generated using CNFgen (Lauria et al. 2017)
and it is an extension of the one used in (Dalla, Visentin, and
O’Sullivan 2021). CNFgen produces propositional formulas
in the CNF DIMACS format that can be used as a benchmark
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Feature set RFC XGB Comp. Time (s)
SATzilla base 91.21% 92.34% 0.03
SATzilla full 99.47% 99.54% 3.18

ANT 86.14% 86.23% 0.15
ALF 92.04% 94.73% 119.54
All 99.11% 99.52% 122.89

Table 1: SAT/UNSAT classification accuracies and average
computational times (in seconds) across feature sets.

for SAT solvers. It features several formula families (e.g. pi-
geonhole principle, ordering principle, k-coloring, etc.) as
well as several formula transformations and the possibility
of producing formulas directly from graph structures. Each
set of features was used to train a Random Forest Classi-
fier (RFC) and an XGBoost Classifier (XGB) (Chen and
Guestrin 2016) to predict whether the instance was SAT or
UNSAT and to which category it belonged. The most rele-
vant features (computed as the features that have the highest
impurity decrease, based on the mean and standard deviation
of this decrease) within the Random Forest Classifier were
recorded for each set of features for both classification tasks.

SAT/UNSAT Classification
This experiment evaluates if the feature extraction preserves
the instance’s satisfiability information. Table 1 shows the
results of the experiment alongside the time required to ex-
tract the features. These results are the average accuracy
based on ten runs of 10 cross-validation. The highest average
accuracies are highlighted in bold.

SATzilla full performs the best, classifying 99.47% and
99.54% of the instances correctly with both the RFC and
XGB, respectively. The performance difference with the
complete set of features is minimal; we used the Bayesian
statistical test presented in (Benavoli et al. 2017) to com-
pare them statistically. Figure 1 shows the probability distri-
bution of the comparison with a region of practical equiv-
alence (rope) of ±0.5% accuracy. The result is that there
is a 95% probability that the two techniques are equivalent
from a practical perspective; for the XGBoost classifier, the
percentage is over 99.9%. The difference between the best-
performing sets and the rest is always statistically signifi-
cant. This analysis shows that the probing features contained
in SATzilla full are fundamental to assessing the satisfia-
bility of the CNFs. The graph-based feature sets ALF and
ANT preserve information relevant to this supervised task
since they achieve high accuracy; however, their inclusion
does not improve the results. The reasons could be that the
extracted knowledge is already covered in SATzilla full or
that the high number of redundant features leads to over-
fitting. Regarding the computational times, SATzilla base is
considerably faster than all the other feature sets. The prob-
ing process slows SATzilla full considerably, and the com-
plex graph creation makes ALF the most computationally
expensive. Overall, this experiment shows that the features
selected by Xu et al. (Xu et al. 2008) extract relevant infor-
mation on the instance’s satisfiability. The contribution of
the other features does not seem to be relevant.

Figure 1: Bayesian comparison of SATzilla full and All on
the SAT/UNSAT classification task

Figure 2: SHAP analysis performed for the Random Forest
Classifier for the SAT/UNSAT classification task

We retrained the RFC over the All dataset with 100 es-
timators and performed a SHAP (SHapley Additive exPla-
nations) (Lundberg and Lee 2017) analysis to evaluate the
features’ importance. SHAP is a method used to explain the
output of a machine learning model by calculating the con-
tribution of each feature to the final prediction. It does this
by applying game theory principles to assign credit to each
feature based on its impact on the model’s output. The result
is a set of individual feature contributions that can be used
to understand and interpret the model’s behaviour.

Figure 2 shows the feature relevance in the decision pro-
cess in order of importance. Each point represents a test
instance; the colour stands for high/low values of that fea-
ture and the horizontal position if they contributed to clas-
sifying the CNF as SAT(right) or UNSAT(left). The eight
most important features belong to the SATzilla full set. Six
of them are probing features that are performed through a
local search of the search space using the stochastic local
search algorithms GSAT (Selman, Levesque, and Mitchell
1992) and SAPS (Hutter, Tompkins, and Hoos 2002). The
algorithms are run multiple times until the search trajectory
reaches a plateau that cannot be escaped within a given num-
ber of steps, and relevant statistics are extracted and aver-
aged. The estimate log number nodes over vars is a DPLL
probing feature that approximates the size of the search tree
over the number of variables; surprisingly, a bigger search
tree contributes to a UNSAT classification of the instance.
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Feature set RFC XGB
SATzilla base 99.64% 99.63%
SATzilla full 99.66% 99.67%

ANT 93.04% 93.11%
ALF 99.77% 99.66%
All 99.81% 99.79%

Table 2: Problem category classification accuracies across
feature sets for both Random Forest and XGBoost classi-
fiers.

Figure 3: SHAP analysis performed for the RFC for the cat-
egory classification task

Problem Category Classification
Understanding the instance’s type is fundamental in algo-
rithm portfolio approaches. Table 2 shows the results for this
multi-class classification task.

The All set performed the best with both classifiers, with
99.81% and 99.79% accuracy for both RFC and XGB, re-
spectively. This suggests that the feature sets help clas-
sify different types of instances correctly, contributing to
overall better results. The task has more target labels com-
pared to the previous one; however, all the approaches reach
higher accuracy. SATzilla base, SATzilla full, and ALF per-
form excellently, showing that statistical features represent
the problem structure more than its satisfiability. All the ap-
proaches except ANT are practically equivalent according to
the Bayesian comparison.

Figure 3 shows the most relevant features according to a
RFC trained on all the features; the different colours rep-
resent the feature’s importance in the identification of that
specific class. Interestingly, the majority of the features be-
long to graphs extracted in the ALF set. In particular, the
binary implication graph (BIG), which contains all literals
as vertices edges in between literals appearing in the binary
clauses, and the AND-gate graph, which represents the re-
lation between literals that belong to an AND-gate (l0 iff
l1 . . . lk) encoded in the CNF formula. There is a high vari-
ability in the feature importance depending on which class
needs to be identified; this is the reason behind the better
accuracy of the All set.

Feature Computation Time
This experiment evaluates the scalability of the techniques.
We record the computational time to generate the fea-
tures over a dataset of randomly-generated CNFs. The

Figure 4: Time to generate features vs. size. The mean time
to solve each set of instances is plotted in a line, and the
variance is shown in the error bars.

dataset comprises 300 instances with a consistent clauses-
to-variables ratio of 4.2 and uniformly increased size (where
size is the number of variables). The time to compute each
feature set is plotted in Figure 4.

The effort required to compute ALF features increases
polynomially with the problem size, making it unsuitable
for big instances. This is due to the many graphs that have
to be created and the features number. The other approaches
increase linearly with the instance size, with SATzilla full
that has a minimum computational time represented by the
probing timeout. SATzilla base is considerably faster than
the other approaches.

Conclusions and Future Work
We offered a study of the performance for five sets of fea-
tures presented in the literature on SAT/UNSAT and prob-
lem category classification. The features were extracted us-
ing an easy-to-use Python library, SATfeatPy. An in-depth
statistical analysis carried out on a dataset of 3000 instances
across ten problem classes and equally distributed between
SAT and UNSAT showed high classification accuracy. We
further investigated the features’ relevance for two different
tasks using explainability tools for machine learning. In ad-
dition, a time analysis showed the time needed to compute
each feature set as the problem grew.

Our pipeline can be used to select feature sets for a given
task and balance the trade-off between their accuracy and the
computational effort. SATfeatPy can be used for fast proto-
typing and ideas validation of portfolio solutions. The read-
able and updated code and the documentation clarify exist-
ing inconsistencies.

Future works could focus on introducing and compar-
ing additional sets of features and applying them to diverse
tasks, i.e. solver selection and runtime prediction. Moreover,
further trade-off analyses could focus on selectingi and com-
puting only the relevant features for the pertinent job. Fi-
nally, applying new preprocessing approaches that can be
combined with feature extraction techniques may yield more
performing and accurate results.
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